
A rapid prototyping system for broadband 
multichannel 

active noise and vibration control

J.M.Wesselink

A
 ra

p
id

 p
ro

to
ty

p
in

g
 syste

m
 fo

r b
ro

a
d

b
a

n
d

 m
u

ltich
a

n
n

e
l a

c
tiv

e
 n

o
ise

 a
n

d
 v

ib
ra

tio
n

 co
n

tro
l                       J.M

.W
e

s
s
e

lin
k    

Uitnodiging

Voor de openbare 
verdediging van mijn 
proefschrift

prototyping 
system for 
broadband 
multichannel 
active noise 
and vibration 
control

Deze zal plaats 
vinden op donderdag 
26 November
in het gebouw de 
Spiegel van de 
Universiteit Twente 
om 15:00

Voorafgaand aan de 
verdediging om 14:45 
zal ik een korte
inleiding geven 
over mijn promotie
onderzoek. 

Hierbij nodig ik u uit 
om de verdediging en
aansluitend de receptie
bij te wonen.

Johan M. Wesselink

A rapid 

ISBN 978-90-365-2936-5



A rapid prototyping system for broadband

multichannel active noise and vibration control

Johan M. Wesselink



Thesis committee:

chair and secretary:
Prof.dr.ir. A.J. Mouthaan University of Twente

promoter:
Prof.dr.ir. C.H. Slump University of Twente

assistant promoter:
Dr.ir. A.P. Berkhoff TNO Science and Industry /

University of Twente
referee:

Dr.-ing. T. Bein Fraunhofer Institut für Betriebsfestigkeit
und Systemzuverlässigkeit LBF
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Samenvatting

In onze moderne samenleving is geluidsoverlast een steeds groter wordend pro-
bleem. Dit wordt onder andere veroorzaakt door industrialisatie, een toename
in lucht-, weg- en spoorverkeer, en het toenemend gebruik van apparaten. De
gevolgen hiervan zijn, naast mogelijke gehoorschade, dat mensen slecht slapen,
zich slecht kunnen concentreren en last hebben van nervositeit en een verhoogde
bloeddruk. Hierdoor is er een vraag ontstaan naar methoden voor actieve en/of
passieve lawaaibestrijding. In dit proefschrift wordt een systeem beschreven voor
het ontwikkelen van prototypes voor actieve lawaaibestrijding.

Het in dit proefschrift gepresenteerde ontwikkelsysteem is geschikt voor het
realiseren van controllers voor actieve lawaai- en trillingsreductie. Dit systeem
bestaat uit een embedded PC en een interface kaart met 16 analoge ingangen
en 16 analoge uitgangen. De algoritmes zijn ontwikkeld met een rapid proto-
typing development omgeving welke is gebaseerd op RealTime Linux (RTLinux),
Matlab/Simulink en de realtime workshop (RTW). Het gekozen adaptieve control
algoritme is model gebaseerd en gebruikt het regularized modified filtered error
least mean square (RMFeLMS) principe. Dit algoritme combineert goede conver-
gentie eigenschappen met een relatieve lage complexiteit. Verder is dit algoritme
goed geschikt voor systemen met meerdere in- en uit-gangen, omdat het interne
model wordt gerepresenteerd door een state-space realisatie. Een eigenschap van
de state space realisatie is dat de complexiteit dominant afhankelijk is van de orde
van het systeem. De complexiteit van het state space model kan verder worden
gereduceerd door het gebruik van de output normalized vorm. Het gerealiseerde
systeem is geschikt voor meerdere applicaties. Hierbij kunnen zowel systemen met
slechts 1 in- en uitgang als ook systemen met meerdere in- en uitgangen worden
gerealiseerd. De compactheid van het systeem maakt het geschikt voor mobiele
applicaties, bijvoorbeeld in een auto.

De werking van het systeem is geverifieerd met behulp van een actief paneel
(smart panel). Een dergelijk paneel wordt gerealiseerd als een sandwich constructie
van drie lagen. De twee buitenste lagen bestaan uit een printed circuit board
(PCB) welke ook de sensoren en de actuatoren bevatten. De middelste laag bestaat
of uit een schuimlaag of uit een honingraat structuur. Dit paneel is daarna op
een perspex box gemonteerd. In de bodem van deze box was een luidspreker
gemonteerd welke werd gebruikt als de primaire bron. Een sub-space identificatie
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ii SAMENVATTING

methode werd gebruikt om de overdracht van de primaire en secundaire paden te
schatten. Deze modellen zijn nodig voor het ontwerp van de controller en voor de
schatting van de maximale reductie van het foutsignaal. Verder is het mogelijk
om een simulatie uit te voeren met deze modellen. Het gerealiseerde regelsysteem
was een configuratie met 5 in- en uitgangen die zowel in feedforward als ook in
feedback is getest.

De convergentie snelheid van het RMFeLMS algoritme wordt beperkt indien de
referentiesignalen gekleurd zijn. Dit wordt veroorzaakt door het gebruik van het
LMS algoritme dat minder goed presteert indien de referentie signalen gekleurd
zijn. Een algoritme dat minder last heeft van deze beperking is het affine projection
(AP) algoritme. De complexiteit van dit algoritme is echter hoger. Dit kan worden
beperkt door het gebruik van de snelle versie van het AP algoritme dat bekend
staat als het fast affine projection (FAP) algoritme. Het FAP algoritme heeft een
aanmerkelijk lagere complexiteit dan het AP algoritme. De extensie maakt het
mogelijk om het RMFeLMS algoritme uit te breiden met de FAP methode wat
resulteerde in het RMFeFAP algoritme. Een voordeel van dit algoritme is dat het
beter presteert indien de referentie signalen gekleurd zijn. Dit is bijvoorbeeld het
geval in een ventilatie kanaal indien het referentie signaal wordt opgenomen met
een microfoon. Om de resultaten van dit nieuwe algoritme te verifiren was het
noodzakelijk om de primaire bron te vervangen door een configuratie die het refe-
rentie signaal kleurt. Het nieuwe algoritme werd zowel met behulp van simulatie
als ook met realtime experimenten getest en geverifieerd.

De RMFeLMS en RMFeFAP algoritmes zijn nog steeds model gebaseerde con-
trol algoritmes die bëınvloed worden door verschillen tussen het model en de
werkelijkheid. Deze verschillen zijn te wijten aan de resonanties (polen) en anti-
resonanties (nulpunten) van het systeem. De invloed van deze modelfout werd
verminderd door het aanbrengen van locale feedback loops welke gebruik maken
van signaal paren die dual and collocated zijn. Dit resulteerde in een systeem met
minder extreme resonantie en anti resonantie pieken, waardoor de controller min-
der gevoelig wordt voor modelfouten. Dit principe kan worden gecombineerd met
een model gebaseerde controller (HAC). Een dergelijk systeem staat bekend als
een low-authority/high authority (LAC/HAC) controller. De in dit proefschrift
gepresenteerde methode maakt gebruik van een LAC controller die is gerealiseerd
als een snelle digitale controller. Het voordeel van deze realisatie is dat die flexibel
en herconfigureerbaar is. Bijkomend voordeel van de LAC/HAC structuur is een
lagere gemiddelde variantie (MSE) en een betere robuustheid. Dit is waargenomen
en aangetoond door middel van experimenten. De robuustheid is geverifieerd door
extra gewicht aan het paneel toe te voegen, wat resulteerde in een verschuiving
van de resonantie en anti-resonantie punten. Uit experimenten is gebleken dat een
LAC/HAC structuur minder gevoelig is voor modelfouten dan een systeem met
alleen een HAC controller.



Summary

In recent years the need for active and passive noise reduction methods has in-
creased. This is due to an increase in the ambient noise caused by industrialization
and the extended use of power tools. The effects of noise on a person can be quite
severe and can cause illness and in severe cased lead to a loss of hearing. This
results in a need for a method or tool to develop active and/or passive noise control
systems. In this thesis a method was presented that can be used to rapidly test
and evaluate active noise control systems.

The development system presented in this thesis consists of a highly inte-
grated controller which can be used for different active noise and vibration control
(ANVC) applications. The system consists of an embedded PC and an interfacing
card that provides up to 16 analog input and output channels. The algorithms
were developed and evaluated using a rapid prototyping environment based on
RealTime Linux, Matlab/Simulink and the Realtime Workshop (RTW). The con-
troller is model based and uses the RMFeLMS algorithm. This algorithm combines
good convergence properties with a relatively low computational complexity. It is
especially well suited for multiple input and multiple output systems due to the
fact that the model is realized as a state space description. The complexity of this
algorithm is lowered further by using an output normalized state space realization.
The overall development system is suited for different applications. It can be used
for single channel (SISO) as well as for multiple channel (MIMO) systems and
experimental setups. The realized system is relatively compact and can be used
in mobile applications, such as in cars.

The working of the system was verified by means of an active panel. This
panel consists of a sandwich construction of three layers. The two outer layers
consist of printed circuit boards which also contain the sensors and actuators.
The inner layer is either a foam based material or it is a material that has a
honeycomb structure. The panel was mounted in a perspex box. The bottom
of the box contained a loudspeaker that was used to generate the primary noise
signal. A sub-space identification method was used to estimate the primary and
secondary transfer functions. These models where then used to simulate the overall
system. The results from these simulations were compared to practical experiments
on the same setup. The experiments and simulations were performed using a
5 channel controller which was configured in a feedforward as well as feedback
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iv SUMMARY

configuration. This test showed the applicability of the development system for
ANVC applications.

The RMFeLMS algorithms still suffers from suboptimal convergence properties
when the reference signals are colored. In the RMFeLMS algorithm this is caused
by the LMS adaptation mechanism which does not behave well if the inputs are
colored. An adaptation algorithm that suffers less from this limitation is the affine
projection algorithm. The complexity of this algorithm is higher than that of the
LMS algorithm. However, it is possible to reduce this complexity by using a fast
derivative, the fast affine projection (FAP) algorithm. Therefore the RMFeLMS
was extended to include the FAP adaptation algorithm resulting in the RMFeFAP
algorithm. This new algorithm is suited for applications in which the reference
signals are colored. This is the case in for instance a duct-like structure using a
microphone as a reference signal. In the test setup a duct-like structure was used
to replace the primary source loudspeaker. The results and performance of this
new algorithm were verified by means of experiments and simulations.

The RMFeLMS and RMFeFAP algorithm are model-based control algorithms
that still suffer from potential model mismatch. This model mismatch can be
traced back to the resonances (poles) and anti-resonances (zeros). Furthermore,
the model is estimated off-line. The influence of model mismatch was reduced by
adding a feedback controller that used dual and collocated signal pairs. This re-
sulted in a system with less extreme resonance and anti-resonance peeks, making
the overall system less sensitive to model mismatch. These low-authority control
loops were combined with the high-authority multichannel adaptive controller.
This resulted in a low-authority control / high-authority control (HAC/LAC)
strategy. The method presented in this thesis is based on a low-authority con-
troller that is implemented as a high-speed digital control loop, resulting in a
flexible and reconfigurable system. The advantage of such a structure is that it
improves the overall mean square error (MSE) and robustness of the system. This
was verified by means of experiments. The robustness was tested by adding extra
weight to the panel resulting in shifted resonance and anti resonance peaks. It was
shown that the HAC/LAC structure behaves better under model mismatch than
the system without low-authority control.
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Chapter 1

Introduction

In this chapter a brief introduction to the different methods for noise and vibration
reduction is given. Noise and vibration reduction can be realized using active as
well as passive methods. In this thesis the focus is on active noise control. A short
survey of the state of the art is given. Finally, the contributions presented in this
thesis are summarized.

1.1 Introduction

1.1.1 Influence of noise on its environment

The influence of noise on our modern day society has been studied extensively.
The main cause of an increase in noise level is due to the industrialization and
the extended use of power tools. This ‘noise pollution’ can lead to a feeling of
unpleasantness and in severe cases can lead to hearing loss and illness (See Ref.
[1]). The development of suitable solutions can be driven by legislation or by the
desire to increase comfort.

1.1.2 Applications of active noise and vibration control

In this section some examples of Active Noise Control (ANC), Active Vibration
Control (AVC) and Active Noise and Vibration Control (ANVC) in everyday life
are given. It also contains an outlook on ongoing research in the field of active
noise control. Some commercial applications of ANC, AVC or ANVC are:

Reduction of noise inside a car using the already installed car audio system.
This system is installed in cars produced by Honda and Toyota. Using the
on-board audio system reduces the overall cost, making the system more cost
effective. This system is described in Ref. [2].

1



2 Chapter 1. Introduction

Reduction of the propeller-induced cabin noise in propeller aircraft, such
as aircrafts made by Saab (See Ref. [3]), Bombardier, De Havilland. In a
propeller aircraft the noise within the passenger cabin dominantly consist of
tonal components. It was very early recognized that this could be solved by
reducing the fundamental and some harmonics, see for instance Refs. [4–6].

A headphone that cancels noise from external sources. Such a headphone
uses a simple analog feedback controller. This principle is adopted by several
vendors such as for instance, for domestic applications, Bose, Sennheiser,
Sony and other companies, and for industrial applications, David Clark,
Flightcom, Lightspeed and other companies. A more sophisticated design
that uses an adaptive controller is presented in Ref. [7].

Reduction of the noise and vibration from the engine by means of an active
engine mount. The active mount reduces the vibration that is transmitted
from the engine to the body of the car. An implementation of this system is
described in Ref. [8].

Reduction of the noise generated in a ventilation duct due to a fan, using an
active noise control system. An example of such a system can be found in
Ref. [9].

The challenge is to make active noise and vibration control cost effective. Usually,
this is only feasible if the solution can be integrated into an already existing system
such as in a car audio system.
Active noise and vibration control is an active research field. Some examples of
areas that are under investigation are.

Actively controlled panels, also known in literature as smart-panels. A con-
trol system is used to reduce the sound transmitted through the panel (See
Refs. [10–12]). Possible applications can be found in buildings, trains, cars,
aircrafts, etc.

Reduction of noise transmitted through a double-glazed window (See Refs.
[13–15]).

This list not exhaustive, but it gives an impression of some active research areas.
The European commission tried to promote this research by providing a research
grant for the project Intelligent Material for Active Noise Reduction (InMAR)
within the 6th Framework Programme. The work as described in this thesis was
performed within this project. The goal was to research the applicability of intel-
ligent materials for active noise reduction.

1.1.3 Passive noise and vibration reduction

Passive noise reduction can be realized by adding stiffness, mass or damping or
by isolating parts of the structure, depending on the application at hand. One
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approach is to decouple the structure from the vibrating environment using a
mass-spring system, where the resonance frequency is sufficiently below the exci-
tation frequency. In principle, it is possible to use these passive methods for any
frequency. However, for low frequencies the weight of the structure can increase
significantly. This makes it less suitable for certain application areas. In addition,
the system may become rather undamped at the mass-spring resonance frequency,
which can be reduced by active methods. The focus of this thesis is on active
noise and vibration control, although it is often used in combination with passive
means.

1.1.4 Active noise and vibration reduction

There is still a need for lightweight structures that either have good vibration
reduction properties and/or good sound isolating properties. However, passive
methods usually increase the weight and size of the structure and therefore maybe
unsuitable. Active noise and vibration control may solve this problem. Active
noise control can be realized by canceling the acoustic waves in the air, using
loudspeakers and microphones. Active vibration control requires a sensor and an
actuator that are bound to the structure.

In active noise and vibration control a controller is required that generates the
control signals that reduces the vibration of the structure (AVC) or the sound
pressure in the air (ANC). Such a system consists of a sensor, an actuator and a
control system.

1.1.5 Short history of active noise control

The ventilation duct is a thoroughly studied object in the field of active noise
control (See Ref. [9]). In this application it is often possible to measure a reference
signal. A loudspeaker near the end of the duct generates the signal that is needed
to cancel the sound at the end of the duct. An error microphone is needed in
the case of adjustments of the control action (feedback or feedforward adaptive
control). In most applications this microphone is placed near to or directly at the
exhaust of the duct. It is necessary to have sufficient spatial separation between
the reference microphone, the loudspeaker and the error microphone. Causality of
the controller and near-field effects determine the minimum spatial separation.

The complexity of an active noise control system is governed by a three di-
mensional problem, which quickly becomes unsolvable for higher frequencies. If
the noise is transmitted through the boundaries of the three dimensional acoustic
space then a potentially more efficient control strategy is to control the sound
radiation directly at the boundaries, which is a two dimensional configuration.
This can be realized using acoustic actuators or structural actuators. The control
of sound radiation from a boundary structure by modifying the vibration in this
structure, such as a panel, resulted in a new research field which was termed Ac-
tive Structural Acoustic Control (ASAC) [16]. An early application of this was
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Actuator
Controller

Noise
source

Primary path

Secondary pathFeedback actuator to reference

Reference

Error

Figure 1.1: Illustration of a simple active noise control problem using a feedforward
approach.

the actively controlled panel (Smart-panel), using piezoelectric patch actuators.
First publications date back to the ending of the eighties/beginning of the nineties
(See for instance Ref. [17]). In the middle of the nineties the term ‘smart-panel’
first emerged. Several definitions for a smart-panel can be found. Ideally a panel
which only needs a power supply is meant. However, other authors are less strict
and also include panels that are simple aluminum plates that have actuators and
sensors mounted on them. All the signal condition electronics and the controller
are separated from the panel. No, integration is applied in this case. In this thesis
a more compact and partly integrated panel is described.

1.2 Problem definition

The general idea of active noise control is that a pressure wave can be canceled
by a wave with opposite phase and the same amplitude. Early applications dealt
with tonal noise. The same general idea of active noise control can be applied to
broadband noise. In this thesis the implementations for a certain class of broad-
band noise is presented; only linear time invariant processes are considered. An
overview of a simple feedforward active noise system can be found in Fig 1.1. In
this figure, the disturbance source “Noise source” is on the left and the spot in
which the reduction is required is on the right. The controller should generate a
signal that reduces the noise level near the “error” sensor. In Figure 1.1, a number
of important paths can be identified. The primary path is the path from the noise
source to the error microphone. The secondary path is the path from the actuator
to the error microphone. The path from the actuator to the reference sensor is
an undesired path that potentially reduces the overall performance of the system
if it is assumed that the reference signal is independent from the control system
output. The controller needs sufficient time to calculate an appropriate signal for
the actuator. This is realized by placing the reference sensor close to the noise
source. It is also necessary to have sufficient spatial separation. That means that
the time needed for the sound wave to propagate to the error sensor should be
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(a) (b)

Figure 1.2: First (a) and second (b) piezoelectrically driven panel.

longer than the time needed for the controller to produce the output signal.

1.2.1 The smart-panel

In the InMAR project, the applicability of panels that are driven by piezoelectric
patches was researched. In this thesis, the test object therefore is an actively
controlled panel also known as a smart-panel, which was used to evaluate a rapid
prototyping system. As stated before several realizations of a smart-panel are
possible. The smart-panel used for the research presented in this thesis is a hybrid
panel. This panel is a composition of several layers. The outer layers are made of
epoxy-based printed circuit board (PCB). The inner layer is either a honeycomb
structure or a foam based material. In the research performed for this thesis both
materials were used. Both panels are lightweight and are not good at reducing
the sound that is transmitted through them passively. This is especially true for
lower frequencies.

Two types of panels were designed and tested. The first one is a simple panel
that initially only contained piezoelectric patches; a picture of it can be found in
Figure 1.2(a). These patches can be used as sensors as well as actuators. One
side of the panel contains the actuators while the other side contains the sensors.
In the setup used, the actuator and sensor are collocated, meaning that they are
aligned but on the opposite side of the panel. In a later experiment, in which
low-authority control [18] was used, external acceleration sensors were added. The
second panel is a highly integrated panel; a picture of it can be found in Figure



6 Chapter 1. Introduction

Closed box

Primary source

Test setup

Panel Acceleration sensor actuator

Piezo sensor

PCBFoam or honeycomb structure

Side view

Heavy box used for testing

Figure 1.3: Setup used for the Smart-panel experiments.

1.2(b). In this panel all signal conditioning and power electronics was mounted on
the PCB’s that were used as the outer layers. However, no control electronics was
mounted on the PCB. The controller is still a separate box. An overview of the
panel can be found in Figure 1.3. The test setup consists of a perspex box. The
box is made of 5 cm thick perspex. On the bottom of the box is a primary source
loudspeaker. This loudspeaker is mounted inside the enclosed box. The test setup
can be used for electronic feedforward as well as for feedback experiments.

1.2.2 The control architecture

In active noise and vibration control, two major control strategies exist. The
first type is the feedforward controller, in which reference signals are measured to
generate the required control signals. The second type is a feedback controller,
in which the error signal are measured and directly used to generate the control
signals. The feedback controller is useful in scenarios where a suitable reference
signal can not be obtained. The design of a feedforward controllers depends on the
statistical properties of the source. For statistical stationary sources an optimal
Wiener filter is sufficient. In most systems the statistics may vary slowly over time,
for instance the number of revolutions of an engine may change. This results in a
controller that needs the following properties. It must be able to track statistical
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Figure 1.4: LMS for system identification (a) or for active noise control (b)

changes and it must be robust for parameter uncertainty. Adaptive filters have
been suggested for this purpose [19]. The most commonly used adaptive feed-
forward controllers are based on the Least Mean Square method (LMS). In most
textbooks (See [20]) the filtered reference (FxLMS) and the filtered error (FeLMS)
algorithms are used. These algorithms are model-based controllers and therefore
require a model of the plant. This model can be derived using an identification
method such an LMS-filter or a sub-space method [21]. It is possible to translate
a feedforward controller into a feedback controller using internal model control
(IMC) (See the textbook by Elliott [20]).

1.3 Literature overview

The literature overview is divided into four sections. The first section gives a short
introduction on the history of the adaptive filters. The focus is on the FeLMS and
FxLMS algorithms and most of its derivatives. In the second section a quick
introduction into higher-order substitutes for the least mean square algorithm is
given. In the third part, different control architectures are described. Finally, in
the fourth part, a short introduction into the history of the smart-panel is given.

1.3.1 Adaptive algorithms

In 1959, B. Widrow published an article which in later years became quite famous.
In this article the theory for the so-called least mean square (LMS) algorithm was
formulated. The LMS algorithm has been extensively used in for instance echo
cancellation for telephone lines. In this case a filter is estimated that is parallel to
the adaptive filter. This is shown in Figure 1.4a. However, for active noise cancel-
lation a modification is required. In this case the output of the adaptive filter is
concatenated to the secondary transfer function of the plant G. This is illustrated
in Figure 1.4b. The LMS filter does not converge in such a setup, if there is no
correction for the secondary path G. In 1980, D.R Morgan [22] published a paper
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that proposed a solution to this problem. The algorithm presented in this paper
was not with active noise control in mind, but it is an early reference to FxLMS.
In most active noise cancellation problems one single actuator-sensor pair is not
sufficient to get good results. The ANC example implemented in the propeller air-
crafts requires several loudspeakers and error microphones. This means that the
FxLMS algorithm must be expanded for MIMO systems. In 1987, Elliott, Stothers
and Nelson [23] published a paper that addressed this problem. A limitation of
the FxLMS algorithm is its computational complexity. It scales with number of
reference sensors, error sensors and the number of actuators and the adaptive fil-
ter length. In 1996, E. Wan [24] proposed an optimization for this problem. He
called it the adjoint LMS algorithm. The basic idea is to perform the filtering
with the plant model in the adaptation loop. In this case the complexity scales
with the number of error sensors, the number of actuators and the filter length.
This makes the adjoint LMS algorithm more suitable for systems with a high num-
ber of reference signals than the FxLMS algorithm. In the literature the adjoint
LMS algorithms is also called filtered-error LMS algorithm (FeLMS). The FeLMS
algorithm uses a time-reversed transpose plant model in the error-sensor loop.
This makes the system non-causal. By prefixing the plant model with a delay the
overall system is made causal. This also requires an extra delay in the reference
signals needed for the update rule. In practice this delay reduces the maximum
step size of the FeLMS algorithm, reducing the convergence speed. A method that
tries to reduce the delay in the adaptation loop is the hybrid-filtered error LMS
algorithm (HFeLMS) (See [25]). The convergence speed of the FeLMS algorithm
is also reduced due to non-white reference signals, cross-correlation between ref-
erence signal, frequency dependency of the secondary path and cross-correlation
between the transfer functions of the secondary path. In the textbook by S. Elliott
[20] an algorithm was introduced that reduces these influences. This algorithm was
called the preconditioned filtered-error algorithm (PLMS). This was realized by
whitening the reference signals and removing the cross-correlation and frequency
dependence of the secondary path. The reference signals are made white by the
inverse filter of the coloring process. The influence on the secondary path can be
reduced by filtering the output of the controller with the inverse of the minimum-
phase plant function, which makes it necessary to filter the adaptation loop with
the time-reversed transpose all-pass part of the plant function. A single channel
minimum-phase/all-pass decomposition was presented in [26]. In this paper also
a whitening filter was tested, however each reference input was filtered separately,
which still results in correlated, but white reference signals. A method for decor-
relating the reference signals is given in Ref. [27]. Another method that also
introduced a pre-whitening filter and a decomposition of the secondary path, but
now in the frequency domain is presented in Ref. [28]. In the algorithms presented
so far the convergence speed is reduced by the inherent delay in the adaptation
loop. In 2007, an algorithm was presented that removes the negative influence
of this delay. This algorithm basically uses the same minimum-phase/all-pass de-
composition as the PLMS algorithm, however it uses a numerical method which
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is called inner-outer factorization. A delay-compensation technique and double
control filters are used to further reduce the inherent delay in the adaptation loop.
This algorithm still suffers from poor stability if the plant has zeros. A solution
for this was found in a regularization technique that preserves the factorization
properties, but limits the output of the inverse plant model. The combination of
the delay compensation technique and the regularization method was called the
regularized modified filtered error algorithm (RMFeLMS) [29].

A limitation of the algorithms presented so far is the that they require an off-
line identification of the secondary plant. If the plant changes due to parametric
uncertainty this results in plant mismatch. This is especially problematic for
lightly damped resonances. In this case a method can be used that estimates
the plant on-line, resulting in full adaptive control. The plant must be estimated
parallel to the secondary path. In Chapter 3 of the textbook by Elliott [20] such
an algorithm is described. In this case it is necessary to inject identification noise
into the secondary path, which is uncorrelated to the system noise. The estimated
plant is then copied into the secondary plant model. This architecture can be
used for almost all adaptive control schemes. The necessity to inject noise into
the system is one of the major disadvantages of on-line identification [30]. The
injected noise is audible, and, if the noise-level is low it results in slow convergence.
This slow convergence, caused by low-noise levels, results in bad tracking behavior
for rapidly changing plants.

1.3.2 High order adaptive algorithms

The LMS algorithm is extensively studied, it is robust and has a low computational
complexity. However, it suffers from degraded performance when the reference
signal is colored, resulting in an autocorrelation matrix with a large eigen value
spread. This in turn results in a degraded convergence rate. Higher-order methods
can improve the convergence rate. The Newton iteration is a higher-order method,
however it suffers from the problem that the autocorrelation matrix needs to be
estimated. Calculating and estimating this matrix and then taking the inverse
can be challenging. Another higher-order method is known as the recursive least
squares (RLS) algorithm. The robustness and the computational complexity are
the two major limitations of the RLS algorithm. In this algorithm, it is again
necessary to calculate the inverse autocorrelation matrix. However, in this algo-
rithm the inverse autocorrelation matrix is calculated iteratively using the matrix
inversion lemma. The RLS algorithm still has complexity that has an order of
O(l2) in which l is the filter length. In the past, symmetry and redundancy in
the update rule was used to implement a fast version of the RLS algorithm called
FRLS. The complexity of this algorithm is again O(l). A method in which the
complexity can be adjusted is the so called affine projection (AP) algorithm (See
[31]). The order of this algorithm can be adjusted to the need of the problem at
hand. This order directly influences the size of the autocorrelation matrix. The
Fast Affine Projection (FAP) algorithms were introduced in Refs. [32, 33]. The
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FAP and FRLS algorithms both use fast transversal filters to find an estimate for
the inverse autocorrelation matrix. However, this method suffers from poor numer-
ical stability. Many authors therefore use another method for finding the inverse
autocorrelation matrix. In the paper by Bouchard [34], the iterative Gauss-Seidel
algorithm is used to approximate the inverse autocorrelation matrix. This paper
also introduces a multi-channel filtered-reference algorithm using FAP and AP.
Heping [35] proposed to use the conjugate gradient method for solving the inverse
matrix. In a paper by Oh [36], it is assumed that the filter length is considerably
longer than the affine projection order and therefore the matrix can be considered
Toeplitz. Heping [37] gives an overview of the most widely used algorithms. In this
paper the complexity of these algorithms is analyzed and a method is introduced
that used the LDLT decomposition to find the inverse autocorrelation matrix. In
a paper by Douglas [38] a fast approximate implementations of the FAP-algorithm
is given. In 1998, Rupp [39] showed that the AP/FAP algorithm has the intrinsic
property that reference signals that are colored by an autoregressive process are
de-colored. In the same paper, a modification was presented that also works for
reference signals that are colored by a moving average process or a moving-average
autoregressive process.

1.3.3 Control architectures

The feedback and feedforward control architecture can be realized as a simple
single-input single-output (SISO) system. Such a simple controller, however may
result in poor performance in the case of a complex dynamic system such an
actively controlled panel (Smart-panel) (See ref. [17]). In this case an architecture
is required that uses several actuators and sensors to realize a good performing
control system. Such a system can be realized as a multiple-input multi-output
(MIMO) system or as multiple independent SISO controllers or as a distributed
controller. In the case of a MIMO based system, which is known as a centralized
control architecture, the influence of different sensor-actuator pairs on each other
is taken into account. However, a MIMO based architecture may suffer from two
major constraints. Firstly, the computational complexity can rise too high when
the number of channels increases, making the system unfeasible. Secondly, stability
and robustness can become problematic for a complex model-based controller, due
to the inherent model mismatch, which is caused by non-linearity and parametric
uncertainty. Furthermore, if one part of the system fails, it may lead to failure
of the complete system. There are many control design methods that take the
parametric uncertainty into account and try to design a robust controller (See
ref. [40]). In the case of multiple SISO-based controllers, which is known as
decentralized control, the loops may influence each other and destabilize the overall
system. However, this can be circumvented if a collocated and dual sensor-actuator
pair is used in a feedback configuration, reducing the overall energy in the system
(See ref. [18]). A SISO system only requires moderate computational complexity.
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The decentralized algorithm operates as a local control strategy on a sensor-
actuator pair. It is possible to use this architecture for feedforward as well as
feedback control, however in this section the focus lies on feedback control. In
the ideal case a sensor-actuator pair is collocated and dual. A collocated dual
pair extracts energy from the system when negative feedback is used, reducing the
overall stored energy in the system [18]. A consequence of this is that the pair is
stable for an arbitrarily large gain. The reason for this is that a collocated and
dual pair always has a phase shift between -90 and +90 degrees making it possible
for the loop gain to be arbitrarily large. Then, the transfer function of the open
loop will never enclose the -1 point in the Nyquist diagram: the locus is in the
right side of the Nyquist plot. A restriction of this approach is that the system
is not damped for very large gains. Instead, the response becomes pinned at the
location of the sensor actuator pair (See Ref. [10, 18]) introducing new modes
undamped modes. But the idea can still be used to introduce damping into the
structure if the gain is not too large. An example of a collocated dual pair is a
force actuator combined with a velocity sensor. The velocity signal can be derived
by a simple integration of an acceleration signal. A further consequence of this
approach is that it is possible to use multiple independent feedback loops. The
fact that the overall stored energy in the system is reduced ensures stability for
such multiple SISO systems. This is explained in the textbook by Preumont [18].

The centralized approach uses several sensors and actuators, where the number
of sensors can be different from the number of actuators. A model based controller
is used to control the overall system. It is possible to design such a controller using
classical and modern design methods (See ref. [41]). As stated before, IMC can
also be used to translate a feedforward controller into a feedback controller. This
translates the feedback controller into a predictive feedforward filter. Such a filter
behaves as a whitening filter if the delay is one sample. In the textbook by Elliott
(Ref [20]) it is shown that a predictive feedforward filter only works well for colored
input signals. A feedback controller obeys the Bode sensitivity integral. In the
case of a non-minimum phase plant, if a peak at a frequency is reduced it must
lead to increase at other frequencies (See [20]), which is known as the water-bed
effect.

In a centralized or decentralized structure, an interesting question arises what
happens if both methods were to be combined. Preumont (Ref. [18]) describes
a high-authority and low-authority (HAC/LAC) control architecture. In this
approach an architecture is used in which the LAC architecture consists of a col-
located sensor-actuator pair and simple decentralized analog feedback controller.
The HAC architecture is designed using a model-based controller which uses for
instance a linear quadratic regulator (LQR). The use of a HAC/LAC architecture
yields three major advantages [18]. Firstly, the active damping extends outside
the bandwidth of the HAC control loop, which reduces the settling times outside
the control bandwidth. Secondly, it is easier to gain-stabilize the modes outside
the bandwidth of the outer loop. And thirdly the large damping of the modes
inside the controller bandwidth makes them more robust to parametric uncer-
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tainty. In the paper by Herold, Mayer and Hanselka a method using piezoelectric
sensors and actuators and positive position feedback (PPF) was described (See
[42]). The principle of PPF is described in the book by Preumont. In this con-
figuration a second-order filter is used as the control filter which is combined with
positive feedback. The control filter is then tuned to reduce one of the desired
resonance peaks. This is realized by setting the resonance frequency equal to the
filter frequency. A network of multiple parallel second-order filters is required
when multiple resonance peaks need to be reduced.

1.3.4 The smart-panel

In 1991, Wang, Fuller and Dimitriadis published a paper (Ref [17]) that first in-
troduced a panel in which a piezoelectric patch actuator was used to reduce the
sound transmitted through the panel. In this paper, the location of the actuator(s)
and the type of actuator was studied. It was concluded: 1) that a single actuator
is not sufficient, 2) point force actuators yield slightly better results than a piezo-
electric patch actuators, 3) if the number of actuators increases the reduction also
increases. From this, it can be concluded that the panel must have as many actu-
ators as feasible which should behave as point force actuators. The piezoelectric
patch actuator is a suitable choice for an actively controlled panel due to its small
form factor. A piezoelectric patch actuator does not exert force, which reduces the
robustness of the control-system. The influence of the sensor was also studied ex-
tensively in many papers (for example the paper by Sors and Elliott from 1999 [10].
In this paper, a setup with 5 error sensors and 5 actuators in a collocated setup
was proposed. An experiment using a single channel feedback controller with IMC
was carried out. It appeared to be not possible to investigate the 5 channel setup
at that time due to computational limitations. In a simulation study, different
actuator and sensor combinations were compared. The sensor/actuator combina-
tions compared included the point force actuator combined with an acceleration
sensor and the piezoelectric sensor combined with a piezoelectric actuator.

Another research area concentrates on the radiation modes of a vibrating plate.
Normally the error signal is measured at the sensor position. But minimizing this
error signal does not guarantee a reduction of the noise in the far field. A method
of circumventing this problem is to incorporate the radiation mode approach into
the error signal. The idea is to weight the error signal with a function that ap-
proximates the radiation behavior of the panel, taking into account the frequency
dependence of the radiation modes. Early papers are by Borgiotti [43] and Elliott
and Johnson [44].

A model based MIMO controller needed for a 5 channel setup can be become
quite complex. To overcome this problem many solutions have been studied in-
cluding decentralized MIMO systems. This is possible by means of a very carefully
designed robust SISO controller or by using a dual and collocated sensor actuator
pair. One such a setup consists of a collocated acceleration sensor and inertial
actuator pair. In this setup the inertial actuator generates a point force and the
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acceleration sensor measures velocity which is obtained after integration. The
problem with this setup is that an inertial actuator is relatively heavy, making
such a setup unpractical [45]. It is, however, possible to use a piezoelectric actu-
ator instead. In the publication by Gardonio, Bianchi and Elliott (Ref. [46–48])
this approach was demonstrated and measurement and extensive simulations of
such a setup were presented. The use of a piezoelectric actuator limits the gain
in the setup. For small gains, the controller only adds damping to the structure.
For large-gain feedback, the plate is fixed at the sensor actuator position, which
makes the panel transparent in an acoustical sense for other frequencies. This was
also concluded in the paper by Sors and Elliott (Ref. [10]).

1.4 The research work

1.4.1 The research question

The main focus of this thesis is on active noise and vibration control. The basic
research question is: “To design a multi-channel active noise and vibration
control system. It should be suited for different applications including
mobile demonstrators such as in cars, it should provide a rapid proto-
typing environment and it should provide a possibility for stand-alone
operation.” This ambitious goal can be broken down in several parts.

What kind of platform is needed to quickly evaluate different algorithms
using a rapid prototyping environment?

What kind of control algorithm is needed? FxLMS, FeLMS, RMFeLMS,
robust control such as H∞ and so on.

How should the architecture of the controller look like? Should the con-
troller be centralized or decentralized. Is it necessary to use a HAC/LAC
architecture?

1.4.2 The contributions

In this thesis the algorithm introduced by Berkhoff and Nijsse [49] plays a central
role. The algorithm was implemented and extensively tested and verified by means
of simulation and measurements on a test setup. A method that predicts the
expected performance was derived. A method that improves the convergence speed
for highly colored signals was added. Finally, the system was expanded with a
HAC/LAC method. The steps were as follows:

An appropriate algorithm was selected. The RMFeLMS algorithm was found
to be the suitable algorithm in view of the application considered. It was
implemented on a realtime platform and its performance was evaluated. The
result of these measurements were compared to simulations that used the
secondary and primary path models.



14 Chapter 1. Introduction

A method was derived that is able to predict the theoretical performance of
the RMFeLMS algorithm. It uses a finite impulse response (FIR) realization
of the Wiener filter estimation that takes into account the regularization of
the RMFe structure.

The RMFe algorithm was expanded with an affine projection method. This
improves the convergence rate for strongly colored reference signals, as
present in systems with many resonance modes, such as in duct-like struc-
tures.

A HAC/LAC architecture was implemented. In this case the LAC architec-
ture was realized using a high-speed digital controller. The controller was
realized using 3 concatenated infinite impulse response (IIR) 2nd order fil-
ters. It is shown in this thesis that this improves the robustness and also the
overall system performance.

From a practical standpoint several goals were realized. A rapid prototyping
system was developed which has been used in different experiments and applica-
tions such as described in Refs. : [50–53]. The basic code generation system as
provided by TNO was extensively modified. The list of extensions is as follows:

A system was designed and implemented on which it is possible to quickly
evaluate different algorithms. This system consists of a realtime operating
system (OS), a rapid prototyping interface using Matlab/Simulink and an
interface board that performs the analog to digital (AD) and digital to analog
(DA) conversion (ADDA). The rapid prototyping software is a commercially
available product from the MathWorks. The ADDA card and the necessary
interfacing were designed during the research period. The board uses a field
programmable gate array (FPGA) to implement all interface logic.

All the logic necessary to perform local high-speed signal processing on the
FPGA was implemented. The sample rate of the FPGA is approximately
100 kHz. It is possible to select a number of fixed sample rates, where
the maximum sample rate is 16 kHz and the minimum sample rate is 250
Hz, with a typical sample rate of 2 kHz. This was realized by adding an
interpolator and decimator circuit to the FPGA. A high speed local feedback
path, consisting of 3 IIR 2th order-filters, was added. Furthermore, it is also
possible to use an IIR filter at the output of the interpolator which can be
used for frequency response correction, of e.g. a loudspeaker.

A special digital IO unit was added to the FPGA logic. This unit has flank
detection logic and is able to measure period times with a resolution of 30
ns. This makes it possible to realize a tonal control system using a software-
based phase locked loop (PLL) and a period counter.
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1.5 Thesis outline

The system was tested extensively on the actively controlled panel (smart-panel).
The goal was to realize and perform measurements on a practical Smart-panel
and compare them with simulations. Using different setups, this panel and the
algorithm were tested and verified. The algorithm was then extended with a
method to improve the convergence speed for strongly colored reference signals.
The HAC/LAC method was also used to improve performance and robustness.
A major goal has been to use part of this research in real applications. For this
reason two chapters are dedicated to the controller and the software necessary to
realize such a system. The chapters are broken down as follows:

Chapter 2 introduces two commonly used adaptive algorithms for active noise
control. In this chapter the advantages and disadvantages are summarized.

Chapter 3 presents results of implementation of the regularized modified fil-
tered error algorithm (RMFe) [29]. It improves on the algorithms which are de-
scribed in Chapter 2. This algorithm uses a state-space based model of the plant
reducing the computational load in the case of MIMO systems. A major advan-
tage of this algorithm is that it scales better with respect to an increased sample
rate in the case of MIMO-systems when compared to the algorithms presented in
Chapter 2, which use a FIR-based model of the plant. The RMFe algorithm works
for feedforward as well as for feedback control, when the latter is combined with
IMC. In this chapter, an extension is introduced that improves the convergence
for highly colored reference signals in the case of feedforward control. Finally,
measurement results are presented and evaluated.

Chapter 4 introduces a system in which a LAC and HAC controller are com-
bined to get a hybrid control system. In this control system, a feedforward and
a feedback method are used to get a more robust and overall better performing
system. A special high sample rate local feedback loop was used to realize this
system.

Chapter 5 discusses hardware architectures optimized for active noise control.
In this chapter, also the impact of latency is addressed. The hardware architecture
as designed and implemented during this project is described. This architecture
is capable of handling up to 16 inputs and 16 outputs. The design trade-offs and
limitations are explained.

Chapter 6 discusses the realtime platform used to actually implement the RMFe
algorithm. This chapter addresses the realtime software needed to interface with
the hardware platform.

In Chapter 7 the conclusions are given.
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Chapter 2

Algorithms for active noise
and vibration control

2.1 Introduction

In active noise control several different control strategies are possible. In most
applications an adaptive controller is required, due to the non-stationary statis-
tics. Adaptive controllers are commonly based on the least mean square (LMS)
principle, due to its low computational complexity. But it is also possible to use
higher order algorithms such as the recursive least square (RLS) and the affine
projection (AP) methods (See refs. [54, 55]). Other methods are for instance
based on a Kalman filter in combination with a state estimator (See [40]). In the
first section the optimal Wiener filter is derived. The optimal Wiener filter is used
as a reference to compare other solutions. A new control structure should have
similar performance characteristics as this theoretical optimum. In the next two
sections the filtered reference and filtered error algorithms are described. The last
two sections describe internal model control (IMC), which can be used to reduce
the influence of feedback from the control output to the reference input. It is also
possible to use this technique to translate a feedforward controller into a feedback
controller.

2.2 The optimal Wiener filter solution

The Wiener filter is used to derive an estimate of the theoretical optimal perfor-
mance. The basic structure for a Wiener filter can be found in Figure 2.1. The
method used to derive the Wiener filter is similar to that used in the book of El-
liott [20]. This method makes it possible to derive the filtered reference least mean
square algorithm (FxLMS) as an extension. The sample moment will be denoted as

17
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Figure 2.1: Wiener filter with the secondary plant included.

n. The signals are defined as x(n) = [x1(n) . . . xK(n)]T , d(n) = [d1(n) . . . dL(n)]
T ,

e(n) = [e1(n) . . . eL]
T and finally u(n) = [u1(n) . . . uM (n)]T . The expression will

be derived using convolution. Define the error as

el(n) = dl(n) +

M
∑

m=1

J−1
∑

j=0

glmjum(n− j), (2.1)

in which glmj is J-th impulse response coefficient from the the M -th actuator to
the L-th error sensor. The input to the plant u(n) can be defined as:

um(n) =

K
∑

k=1

I−1
∑

i=0

wmkixk(n− i), (2.2)

which results in the following overall equation

el(n) = dl(n) +

M
∑

m=1

J−1
∑

j=0

K
∑

k=1

I−1
∑

i=0

glmjwmkixk(n− i− j). (2.3)

Define the filtered reference signal rlmk as

rlmk(n) =

J−1
∑

j=0

glmjxk(n− j), (2.4)

which in turn simplifies equation (2.3) to

el(n) = dl(n) +
M
∑

m=1

K
∑

k=1

I−1
∑

i=0

wmkirlmk(n− i). (2.5)

The triple sum can be rewritten as a sum of a vector products

el(n) = dl(n) +
I−1
∑

i=0

wT
i rl(n− i). (2.6)
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where
wi = [ w11i w12i . . . w1Ki w21i . . . wMKi]

T , (2.7)

and
rl(n) = [ rl11(n) rl12(n) . . . rl1K(n) rl21(n) . . . rlMK(n) ]T . (2.8)

The error criteria can now be written as

e(n) = d(n) +R(n)w, (2.9)

with

R(n) =













rT1 (n) . . . rT1 (n− I + 1)
...

. . .
...

rTL(n) . . . rTL(n− I + 1)













, (2.10)

and
w =

[

wT
0 . . . wT

I−1

]T
. (2.11)

Define the quadratic cost criteria as

J = E
[

eT (n)e(n)
]

= tr.E
[

e(n)eT (n)
]

= E
[

tr.
{

e(n)eT (n)
}]

, (2.12)

with the property of the expectation operator that E(x + y) = E(x) + E(y).
Minimizing Eq. (2.12) by taking the derivative and setting it to zero will result in
the solution for the optimal Wiener filter. The cost criteria can be written as

J = E
[

tr.
{

(d(n) +R(n)w)(d(n) +R(n)w)T
}]

, (2.13)

which is equal to

J = E
[

tr.
{

d(n)dT (n)
}]

+ E
[

tr.
{

d(n)wTRT (n)
}]

+

E
[

tr.
{

R(n)wdT (n)
}]

+ E
[

tr.
{

R(n)wwTRT (n)
}]

. (2.14)

Eq. (2.14) can be simplified, using the properties of the trace opera-
tor. Set A = d(n)wT and B = R and notice that both A and B
are of the dimension L × MKI. It can be shown that the trace opera-
tor has the property that tr.{ABT } = tr.{BTA} = tr.{ATB} = tr.{BAT },
when A and B have the same dimension. These properties can be used to
show that tr.

{

d(n)wTRT (n)
}

= tr.
{

RT (n)d(n)wT
}

and tr.
{

R(n)wdT (n)
}

=

tr.
{

RT (n)d(n)wT
}

. Using the same trace properties it can be shown that

tr.
{

R(n)wwTRT (n)
}

= tr.
{

wTRT (n)R(n)w
}

. This will result in the reduced
form of Eq. (2.14)

J = tr.
{

E
[

d(n)dT (n)
]}

+ 2tr.
{

E
[

RT (n)d(n)
]

wT
}

+

tr.
{

wTE
[

RT (n)R(n)
]

w
}

. (2.15)
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The trace operator has some nice properties with respect to taking the derivate.
The following equations can be shown to be valid (See [20])

∂tr.
(

BAT
)

∂A
= B, (2.16)

and
∂tr.

(

ATBA
)

∂A
= (B +BT )A. (2.17)

The cost function J in Eq. (2.15) has a unique global solution, when
E
[

RT (n)R(n)
]

is positive definite. This is the case when the inputs are suffi-
ciently persistently excited. This unique global solution can be found by taking
the derivative with respect to w and setting it to zero ∂J

∂w
= 0. The derivative can

be found by setting A = w and B = E[RT (n)d(n)] in Eq. (2.16) and A = w and
B = E[RT (n)R(n)] in Eq. (2.17). Also notice that E[RT (n)R(n)] is symmetric so
that B = BT , which results in

∂J

∂w
= 2E

[

RT (n)R(n)
]

w + 2E
[

RT (n)d(n)
]

= 0, (2.18)

leading to the optimum solution,

wopt = −E
[

RT (n)R(n)
]−1

E
[

RT (n)d(n)
]

. (2.19)

The optimal Wiener filter can be found by using equation (2.19). However, the
inverse matrix is very large (MKI ×MKI). This matrix is in the block Toeplitz
structure and can be solved quite efficiently (Ref. [56]).

2.3 The filtered reference algorithm

In active noise control an commonly used algorithm is the filtered reference least
mean square algorithm (FxLMS). The derivation of the multiple-input multiple-
output (MIMO) FxLMS algorithm is analog to the derivation of a single-input
single-output (SISO) FxLMS algorithm. The error for a system in which the filter
coefficients are modified in each time step can be expressed as

e(n) = d(n) +R(n)w(n). (2.20)

The expectation operator in Equation (2.15) will be dropped and it is assumed
that the filters coefficients are dependent on time. This results in taking the
instantaneous value as a rough estimate for the expectation value resulting in

J = tr.
{

e(n)eT (n)
}

= tr.
{

wT (n)RT (n)R(n)w(n)
}

+

2tr.
{

RT (n)d(n)wT
}

+ tr.
{

dT (n)d(n)
}

. (2.21)
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Figure 2.2: Multiple input and multiple output filtered reference block diagram.

The idea is to find an iterative solution that minimizes the cost function. To realize
this the derivative of the cost criteria with respect to the filter coefficients w(n)
will be taken. The trace operator properties of Eqs. (2.16) and (2.17) will be used
ton find the derivative of the cost criteria. Which results in

∂tr.
{

e(n)eT (n)
}

∂w
= 2RT (n)R(n)w + 2RT (n)d(n), (2.22)

in which Eq. (2.20) is substituted, resulting in

∂tr.
{

e(n)eT (n)
}

∂w
= 2RT (n)e(n). (2.23)

The stochastic gradient algorithm is used to find an iterative solution for w(n),
which result in

w(n+ 1) = w(n)− α
∂tr.

{

e(n)eT (n)
}

∂w(n)
, (2.24)

resulting in
w(n+ 1) = w(n)− αRT (n)e(n). (2.25)

In a real application the plant needs to estimated R̂(n). A disadvantage of this
algorithm is that there is no form of normalization. The easiest way to do this
by making sure that the filter coefficients can not become arbitrary large. This
is realized by expanding the cost criteria with a weighting of the filter coefficients
resulting in

J = tr.
{

e(n)eT (n)
}

+ γtr.
{

w(n)wT (n)
}

, (2.26)

it can be shown that this results in the following update rule

w(n+ 1) = (1− αγ)w(n) + αR̂T (n)e(n). (2.27)
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Figure 2.3: The filtered error lms algorithm.

2.4 The filtered error algorithm

The filtered error algorithm can be derived when the optimal Wiener filter solution
will be expanded into a sums of matrix impulse responses. This derivation is well
documented in literature and will not be repeated here for brevity. This derivation
starts with the following error

e(n) = d(n) +

J−1
∑

j=0

I−1
∑

i=0

GjWix(n− i− j) (2.28)

in which Gj is the L×M matrix of the j-th coefficient of the plant impulse response
and Wi is the matrix M×K of i-th coefficient of the impulse response of the filter.
In chapter 5 of the textbook by Elliott [20] it is shown that the derivate for the
cost criteria is equal to

∂J

∂Wi

= 2

J−1
∑

j=0

GT
j Rxe(i+ j), (2.29)

with
Rxe(m) = E

[

e(n+m)xT (n)
]

. (2.30)

Start by substituting Eq. (2.30) into Eq. (2.29) resulting in the following equation

∂J

∂Wi

= 2E





J−1
∑

j=0

GT
j e(n+ j)xT (n− i)



 . (2.31)

The vector of M filtered error signals is written as

f(n) =

J−1
∑

j=0

GT
j e(n+ j), (2.32)
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which results in
∂J

∂Wi

= 2E
[

f(n)xT (n− i)
]

. (2.33)

This final equations can be used to derive the filtered error algorithm. Take the
instantaneous value of the derivative and implement it as a simple update rule.
This result in

Wi(n+ 1) = Wi(n)− αf(n)xT (n− i), (2.34)

which is known as the adjoint LMS-algorithm. This update rule, however is not
causal due to the fact that the filtered signal f(n) requires a time advanced error
signal. To make the update rule causal a shift over J-1 samples is needed for the
error signal e(n) as well as the reference signal x(n). The update rule needs to be
written as

Wi(n+ 1) = Wi(n)− αf(n− J + 1)xT (n− i− J + 1), (2.35)

with the filtered error represented as

f(n− (J − 1)) =
J−1
∑

j′=0

GT
(J−1)−j′e(n− j′), (2.36)

with j = (J−1)−j′. The computational complexity of the filtered error algorithm
is better than that of the filtered reference algorithm in the case of many reference
signals. The the converge rate of the FeLMS algorithm, however is less than that
of the FxLMS algorithm. The main cause of this can be found in the extra delay
needed to make the algorithm causal. This delay makes it necessary to increase
the step size to prevent instability. In Figure 2.3 an overview of the filtered error
algorithm is given.

2.5 Internal model control

In some applications feedback exists from the output of the controller to the refer-
ence inputs. This feedback can lead to a reduction in performance of the controller.
A method that reduces the impact of this feedback path is called internal model
control (IMC). In this case the influence of the undesired-feedback path is sub-
tracted from the reference signals using a model of this path [20]. This method
requires an estimated model that described the path from the actuator to the
reference sensor. In Fig 2.4 it can be seen how to implement the internal model
control system. Internal model control can also be used to translate a feedforward
controller into a feedback controller

2.6 Feedback using IMC

The feedforward controller is the preferable method to implement an active noise
and vibration system. However, it is not always possible to measure a reference
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Figure 2.5: Internal model control and feedback combined.

signal. In this case a feedback controller is required. A feedback controller can be
designed using classical or modern control strategies such as instance H∞, LQR
combined with a Kalman filter and so on. These are fixed controllers. However,
an adaptive controller is preferred, due to slowly-varying statistical properties.
The feedforward controllers presented in this Chapter are adaptive controller. A
feedforward controller can be translated into a feedback controller using internal
model control. In this case the control signal is filtered using an estimate of the
secondary plant and then subtracting from the measured error signals resulting in
a estimated disturbance signal. The schematic view for IMC can be found in Fig.
2.5. From Figure 2.5 a simple feedback controller H(z) can be derived

H(z) =
−W (z)

1 + ĜW (z)
, (2.37)
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resulting in the overall transfer from the disturbance to the error as

S(z) =
E(z)

D(z)
=

1 + Ĝ(z)W (z)

1− [G(z)− Ĝ(z)]W (z)
. (2.38)

If the model matches the real plant Ĝ(z) = G(z) then it can be written as

S(z) = 1 +G(z)W (z), (2.39)

from which it can be concluded that the feedback controller becomes an optimal
prediction filter. The overall filter works as a whitening filter, it de-colors the noise
signal, making the spectrum flat.
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Chapter 3

The regularized modified
filtered error algorithm

3.1 Introduction

Many algorithms used for broadband active noise control are based on the adaptive
Least-Mean-Square (LMS) algorithm [57].1 The low complexity and the relatively
good robustness properties are the major advantages of the LMS algorithm. How-
ever, the speed of convergence of the algorithm may be substantially less than
desired. There are several possible reasons for a reduced convergence speed. The
frequency dependence of the secondary path and the shape of the spectrum of
the reference signal may lead to reduced convergence rates. These two influences
have been compensated for in the preconditioned filtered-error algorithm [20]. An-
other algorithm that has similar performance figures, is the hybrid filtered error
LMS algorithm [25]. These algorithms have an additional advantage that they
are more efficient than the filtered-reference algorithm for the case of multiple
reference signals. In the hybrid filtered-error algorithm the error filter has been
modified to reduce the influence of the delay in the adaptation loop, which in turn
improves the convergence properties. In the preconditioned filtered-error LMS
(PLMS) algorithm it was proposed to filter the reference signals [54] with the in-
verse of the minimum-phase process that colors the reference signals and to use a
minimum-phase/all-pass decomposition for the secondary path. A method using a
whitening of multiple reference signals and single-channel minimum-phase/all-pass
decomposition was presented in Ref. [26]. Another type of factorization based on
singular value decomposition in the frequency domain suitable for multichannel
systems was presented in Ref. [28]. A disadvantage of the filtered-error algorithm
is that the maximum convergence speed is reduced due to the inherent delay in

1The work in this chapter was previously published in The Journal of the Acoustical Society
of America (See [58])

27
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the adaptation path. The negative influence of this delay can be eliminated by
using an inner-outer factorization of the transfer path between the actuators and
the error sensors, combined with a delay compensation technique using double
control filters [29]. The latter algorithm can be combined with a regularization
technique that preserves the factorization properties [29]. Also in the latter al-
gorithm, the so-called Regularized Modified Filtered-Error (RMFe) algorithm, a
requirement for good convergence is that the reference signals are white. In the
Affine Projection (AP) algorithm and the Fast Affine Projection (FAP) algorithms
[31–33], the decolorizing mechanism is included in the adaptation loop. The latter
algorithms are able to decolorize auto-regressive processes [39]. In the latter refer-
ence, Rupp also described algorithms that are able to decolorize moving average
processes. A multi-channel modified filtered reference implementation using AP
or FAP was introduced by Bouchard [34]. In the AP and the FAP algorithm it
is necessary to calculate the inverse of an estimated auto-correlation matrix. In
the algorithm introduced by Bouchard this inversion is performed by using an
iterative Gauss-Seidel algorithm. In another publication it was proposed to use
the conjugate gradient method to find the inverse [35]. Other methods were based
on the assumption that the governing matrix is Toeplitz [36], which holds when
the adaptive filter is considerably longer than the affine projection order. In a pa-
per by Heping an overview of methods for finding the inverse matrix is presented
[37]. Heping analyzes the complexity for the most widely used methods, and also
gives a method for computing the inverse with an LDLT decomposition. Fast
approximate implementations of the FAP-algorithm are given by Douglas [38].

The major contributions of the present paper are as follows. Firstly, results
are given of a real-time implementation of the RMFe algorithm of Ref. [29]. Real-
time results will be given for feedback and feedforward implementations. The
steady-state reductions of the algorithms obtained in real-time are compared with
the optimal, causal Wiener filter solutions. Secondly, methods are described to
improve the convergence speed of the RMFeLMS algorithm for colored reference
signals by an extension with a multichannel FAP algorithm, using the possibility
for delay-less adaptation as provided by the RMFe algorithm. The paper is orga-
nized as follows. Section 2 will give an introduction to the RMFeLMS algorithm.
Section 3 gives a description of the modifications that are needed to extend the
RMFeLMS algorithm with an AP algorithm and its fast derivatives. Real-time
experimental results and the optimal Wiener solutions will be presented in Sec-
tion 4. The results will be presented for a feedback architecture as well as for a
feedforward architecture. Section 5 will contain the conclusions.

3.2 The regularized modified filtered-error algo-

rithm

In this section the equations for the regularized modified filtered-error algorithm
will be derived. The starting point is the filtered-error algorithm (see Fig. 3.1).
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Figure 3.1: Filtered-error adaptive control scheme.

The controller can be found within the dashed line.
The sample moment is denoted by n and the unit-delay forward-shift oper-

ator as q. The signal vectors are defined as x(n) = [x1(n) . . . xK(n)]T , d(n) =
[d1(n) . . . dL(n)]

T , e(n) = [e1 . . . eL(n)]
T , and u(n) = [u1 . . . uM (n)]T , which are

the reference signals, the disturbance signals, the error signals, and the actuator
driving signals, respectively. The assumption is that noise which is uncorrelated
with the reference signal is negligible. The disturbance signals d(n) result from
an assumed L×K-dimensional primary path P (q) driven by the reference signals.
The goal of the algorithm is to minimize the signals e(n) = d(n) + y(n), where
y(n) are the contributions from an L × M -dimensional transfer path G(q), the
secondary path, which is driven by actuator driving signals u(n). The actuator
driving signals are obtained by feeding the reference signals through an M ×K-
dimensional control filter W (q). The controller W (q) is assumed to be an M ×K
dimensional matrix with finite impulse response (FIR) filters. The i-th filter coef-
ficient of this control filter is denoted as the M ×K matrix Wi, where i = 0..I−1,
i.e., W (q) =

∑I−1
i=0 q−iWi. The adaptation in this algorithm is obtained with an

LMS rule:
Wi(n+ 1) = Wi(n)− αf ′(n)x′T (n− i), (3.1)

where T denotes matrix transpose and where x′(n) is a delayed version of the
reference signal such that

x′(n) = DK(q)x(n), (3.2)

in which DK is a K ×K-dimensional delay operator resulting in a delay of J − 1
samples:

DK(q) = q−J+1IK , (3.3)

and in which f ′(n) is a filtered and delayed version of the error signal, such that

f ′(n) = G∗(q)DL(q)e(n). (3.4)
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Figure 3.2: Preconditioned filtered-error adaptive control scheme.

In Eq. (3.4), the filtering is done with the adjoint G∗(q), which is the transposed
time-reverse of the secondary path G(q), i.e., G∗(q) = GT (q−1). The adjoint G∗(q)
is anti-causal and has the dimensions M ×L. To make the adjoint predominantly
causal it needs an additional delay operator DL. The resulting matrix of transfer
functions can be implemented as an M×L matrix of impulse responses with order
J − 1, resulting in J coefficients for each impulse response. The adaptation rate
[54] is controlled by α.

The frequency dependence of the secondary path G(q) and the interaction of
the different channels will reduce the convergence rate. The convergence can be
improved by inserting the inverse of the secondary path in between the control
filter W (q) and the secondary plant G(q) (Ref.[54]). To ensure stability, only the
minimum-phase part of the plant is to be inverted. The secondary path can be
written as

G(q) = Gi(q)Go(q), (3.5)

where

G∗(q)G(q) = G∗

o(q)Go(q), (3.6)

since

G∗

i (q)Gi(q) = IM . (3.7)

Assuming L ≥ M , the transfer function Gi(q) has dimensions L×M and the trans-
fer function Go(q) has dimensions M ×M . The extraction of the minimum-phase
part and the all-pass part is performed with a so-called inner-outer factorization
[59, 60]. The control scheme in which the inverse G−1

o (q) is used can be found in
Fig. 3.2. The update rule for this approach is

Wi(n+ 1) = Wi(n)− αe′(n)x′T (n− i). (3.8)

In Fig. 3.2, the filtered error is denoted with e′(n), emphasizing that the spec-
tral characteristics of e′(n) closely resemble that of the real error signal e(n). It
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should be noted, however, that the dimensions are different since e(n) is an L× 1-
dimensional signal while e′(n) is an M × 1-dimensional signal.

A shortcoming of the algorithm in Fig. 3.2 is that the convergence rate still
suffers from the delay in the adaptation path. The path that reduces the conver-
gence in Fig. 3.2 will now be analyzed. From this analysis, another algorithm will
be derived that improves the behavior of the convergence. Let us start with the
error signal e′(n), which can be written as

e′(n) = G∗

i (q)DL(q)[d(n) +G(q)G−1
o (q)W (q)x(n)]. (3.9)

Introducing the M×M matrix DM (q) having a delay that is identical to the L×L
matrix DL(q), and using DL instead of DM , Eq. (3.9) can be rearranged to

e′(n) = G∗

i (q)DL(q)d(n) +

DM (q)G∗

i (q)G(q)G−1
o W (q)x(n). (3.10)

Using Eqs. (3.5) and (3.7), e′(n) can be expressed as

e′(n) = d′(n) + y′(n), (3.11)

where an auxiliary disturbance signal d′(n)is defined as

d′(n) = G∗

i (q)DL(q)d(n), (3.12)

and where, according to Eq. (3.7), the delayed preconditioned control output y′(n)
is defined by

y′(n) = DM (q)W (q)x(n). (3.13)

From this equation it can be seen that the transfer function between the output
of W (q) and y′(n) is a simple delay DM (q). Let us now define an auxiliary output
y′′(n) = y′(n) by

y′′(n) = W (q)DK(q)x(n), (3.14)

where DK(q) is K ×K dimensional matrix having the same delay as DM (q). In
this equation there is no delay anymore between the controller W (q) and y′′(n).
In order to realize this, the signal e′′(n) = e′(n) is introduced by noting that
y′(n) = y′′(n):

e′′(n) = d′(n) + y′′(n). (3.15)

Since d′(n) is not directly available its needs to be reconstructed. This can be
done using Eq. (3.11):

d′(n) = e′(n)− y′(n), (3.16)

where, according to Eq. (3.13), y′(n) can be obtained as the delayed version of
the output of W (q). Using x′(n) = DK(q)x(n), y′′(n) can be written as

y′′(n) = W (q)x′(n). (3.17)
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Figure 3.3: Modified filtered-error adaptive control scheme.

The signal x′(n) is already available as the input to the LMS block in the control
schemes of Figs. 3.1 and 3.2. Equation (3.15) can now be written as

e′′(n) = d′(n) +W (q)x′(n). (3.18)

The term y′′(n) can be obtained by adding a second set of control filters W oper-
ating on the delayed reference signals x′(n). A block diagram based on Eq. (3.18)
can be found in Fig. 3.3. The update rule for Fig. 3.3 is

Wi(n+ 1) = Wi(n)− αe′′(n)x′T (n− i). (3.19)

In the control scheme of Fig. 3.3 (and also Fig. 3.2), the output u(n) can
be very large if the plant G contains zeros or near zeros. In this case the inverse
of the outer factor G−1

o (q) can have very high gains, which leads to saturation of
the control signal u(n). To prevent this some kind of regularization is required
[29]. The required regularization must satisfy Eqs. (3.5) to (3.7) [29]. This can be
realized by using an augmented plant G(q):

G(q) =

[

G(q)
Greg(q)

]

, (3.20)

in which the regularization is performed by the L′×M -dimensional transfer func-
tion Greg(q). For simple weighting of u(n) the regularization function can be set
to

Greg(q) =
√

βIM . (3.21)
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Figure 3.4: Regularized modified filtered-error adaptive control scheme with IMC.

The full (L+L′)×M dimensional augmented plant is used in the control scheme,
as well as the full (L + L′) ×M -dimensional inner-factor Gi(q) and the M ×M -

dimensional outer-factor inverse G
−1

o . The modified inner-factor Gi is all-pass
because GiGo = G. A control scheme in which this regularization is incorporated
can be found in Fig. 3.4. This method has the advantage that it is consistent with
the modified filtered-error scheme, which is dependent on the all-pass property
G

∗

i (q)Gi(q) = IM . The scheme in Fig. 3.4 is a generalized form meaning that
different regularization schemes can be used for Greg(q).

3.3 Affine projection

The algorithm presented in Fig. 3.4 has good convergence properties when the
reference signals are white. Such a situation also arises when the algorithm is used
in a feedback architecture [29]. However, the performance degrades if the signals
are strongly colored. In the original preconditioned filtered-error algorithm [54]
the reference signals are pre-filtered with the transfer function that colors the
noise [54], assuming a-priori knowledge of the process that colorizes the noise.
The affine projection algorithm is capable of estimating the autoregressive part
of the process that colors the noise [39] while adapting the controller parameters.
In this section the Affine projection algorithm (AP) and the fast affine projection
algorithm (FAP) will be derived, starting from the optimal Wiener filter. The
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FAP algorithm will be derived especially for the regularized modified filtered-error
scheme. The derivation starts by rewriting Eq. (3.18) as:

e′′(n) = d′(n) +WTx′(n), (3.22)

in which the delay line x′ is defined as

x′(n) =
[

x′T (n) . . . x′T (n− I + 1)
]T

, (3.23)

and the filter coefficient matrix W is defined as

W =
[

w1 . . . wm . . . wM

]

, (3.24)

with

wm =

















w1m

...
wim

...
wIm

















wim =

















w1im

...
wkim

...
wKim

















. (3.25)

The MIMO-FAP algorithm will be derived starting at the MIMO-Wiener filter
solution. Using Eq. (3.22) the cost criterium becomes

J = tr.{E[e′′(n)e′′
T
(n)]} =

tr.E{(d′(n) +WTx′(n))(d′(n) +WTx′(n))T }. (3.26)

where tr. denotes the trace operator and E denotes the expected value. Equation
( 3.26) can be written as:

J = tr.{Rd′d′}+ tr.{RT
x′d′W}+ tr.{WTRx′d′}

+tr.{WTRx′x′W}, (3.27)

with

Rd′d′ = E{d′(n)d′
T
(n)},

Rx′d′ = E{x′(n)d′
T
(n)}, (3.28)

Rx′x′ = E{x′(n)x′T (n)}.

The gradient of J with respect to the controller coefficients is:

∂J

∂W
= 2(Rx′d′ +Rx′x′W). (3.29)
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The minimum for J is obtained by setting ∂J
∂W

to zero, resulting in the optimum
MIMO-Wiener filter Wopt

W = Wopt = −R−1
x′x′Rx′d′ . (3.30)

The derivation of the AP algorithm will start from a Newton iteration [55],
which is written as

W(n+ 1) = W(n)− µR̂−1
x′x′

[

R̂x′d′ + R̂x′x′W(n)
]

, (3.31)

where R̂x′x′ and R̂x′d′ are estimates of Rx′x′ and Rx′d′ , respectively. Let KA be
the affine projection order, then the approximations for the correlation matrices
are written as:

R̂x′x′ =
1

KA

KA−1
∑

i=0

x′(n− i)x′T (n− i) =
1

KA

XXT , (3.32)

and

R̂x′d′ =
1

KA

KA−1
∑

i=0

x′(n− i)d′
T
(n− i) =

1

KA

XD, (3.33)

in which X(n) is an IK×KA-dimensional matrix that contains the last KA vectors
of x′(n), i.e.,

X(n) =
[

x′(n) . . . x′(n−KA + 1)
]

. (3.34)

and in which D(n) is the KA × M -dimensional matrix containing the last KA

vectors of d′(n), i.e.,

D(n) =







d′
T
(n)
...

d′
T
(n−KA + 1)






. (3.35)

For notational convenience the time index of D(n) and X(n) will be dropped.
Substitution of Eqs. (3.32) and (3.33) into Eq. (3.31) results in:

W(n+ 1) = W(n)− µ[XXT ]−1[XXTW(n) +XD]

= W(n)− µ[XXT ]−1X[XTW(n) +D]. (3.36)

In order to prevent problems with the inversion of XXT , a small regularization
term δ will be added to the diagonal elements. Then, the overall update rule
becomes

W(n+ 1) = W(n)− µ[XXT + δI]−1X[XTW(n) +D], (3.37)

which, using the matrix inversion lemma

(A+BCD)−1 = A−1 −A−1B[C−1 +DA−1B]−1DA−1, (3.38)
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can be written as

W(n+ 1) = W(n)− µX[δI+XTX]−1[XTW(n) +D]. (3.39)

Due to the latter step the matrix inversion can be computed more efficiently.
Equation (3.39) defines the Affine Projection (AP) algorithm.

The computational complexity of AP can be further reduced by the FAP al-
gorithm [32, 33]. Starting from the basic AP equation it will be shown how to
expand the FAP algorithm to work in combination with the scheme presented in
Fig. 3.4. Equation (3.39) will be written as

W(n+ 1) = W(n)− µX(n)ξ(n), (3.40)

in which

ξ(n) = [δI+XT (n)X(n)]−1E(n). (3.41)

and in which a KA ×M -dimensional matrix E(n) is defined that contains the last
KA error vectors:

E(n) =







e′′
T
(n)
...

e′′
T
(n−KA + 1)






, (3.42)

such that

E(n) = D(n) +XT (n)W(n). (3.43)

In the original FAP algorithm the three equations Eq. (3.43), (3.41), and (3.40)
will be reduced in complexity. In the original FAP algorithm [33] it has been
proposed to use a fast transversal filter to estimate the inverse autocorrelation
matrix. This leads to issues with stability so it has been proposed [35] to calculate
the inverse directly. In this paper only Eqs. (3.43) and (3.40) will be simplified and
the matrix inversion in Eq. (3.41) will be approximated using a steepest-descent
iteration. The error signal Eq. (3.43) will be calculated in such a way that the
complexity will fall from IK ×KA to IK × 1. The complexity of the update rule
Eq. (3.40) will be reduced from IK × KA × L to IK × L. It can be shown [33]
that the error signal matrix can be written in the following form

E(n) =

[

e′′
T
(n)

(1− µ)E(n− 1)

]

, (3.44)

in which E(n) are the KA − 1 top rows of E(n− 1).
FAP uses the assumption that the update rule can be rewritten in a form that uses
alternative update coefficients. In this paper these alternative update coefficients
will be derived. The reason for this is that the algorithm presented in Fig. 3.4 uses
a copy of the filter coefficients in the upper branch. This makes it necessary to also
find a new expression for these filter coefficients. The alternative filter coefficients
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will be written as Ŵ.
The alternative filter coefficients are defined as

Ŵ(n+ 1) = Ŵ(n)− µx′(n− (KA − 1))×

EKA−1(n), (3.45)

with EKA−1(n) defined as the bottom row of E, which in turn is defined as

E(n) = ξ(n) +

[

0TM
E(n− 1)

]

. (3.46)

This result in the following update rule for W (n)

W(n+ 1) = Ŵ(n+ 1)− µX(n)E(n), (3.47)

in which X(n) is defined as the KA− 1 left most columns of X(n). The derivation
of Eqs. (3.46) and (3.47) can be found in Appendix A.

Let us study the relation between E(n) and E(n− 1). First an expression for
the first row of Eq. (3.44) will be derived. Since W(n) is not directly available,
we use Eq. (3.47) and substitute it in the transpose of Eq. (3.22):

e′′
T
(n) = d′

T
(n) + x′T (n)×

[Ŵ(n)− µX(n− 1)E(n− 1)]. (3.48)

This can be simplified into:

e′′
T
(n) = d′

T
(n) + x′T (n)Ŵ(n)−

µx′T (n)X(n− 1)E(n− 1)

= d′
T
(n) + x′T (n)Ŵ(n)−

µrTaa(n)E(n− 1), (3.49)

with

raa(n) = raa(n− 1) + x′T (n)x′(n)

−x′T (n− I + 1)x′(n− I + 1), (3.50)

and
x′(n) =

[

x′(n− 1) . . . x′(n−KA + 1)
]

. (3.51)

This results in the update equation for the error signal matrix:

E(n) =

[

d′
T
(n) + x′TŴ(n)− rTaaE(n− 1)

(1− µ)E(n− 1)

]

, (3.52)

which has dimensions KA ×M .
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The output yw(n) of the upper filter W in Fig. 3.4 equals

yw(n) = WT (n)x(n), (3.53)

with the delay line x(n) defined as

x(n) =
[

xT (n) . . . xT (n− I + 1)
]T

. (3.54)

However, in the FAP routine W is not directly available. So Eq. (3.47) is substi-
tuted into Eq. (3.53) resulting in

yw(n) = [Ŵ(n)− µX(n− 1)E(n− 1)]Tx(n)

= ŴT (n)x(n)− µE
T
(n− 1)X

T
(n− 1)x(n)

= ŴT (n)x(n)− µE
T
(n− 1)rax(n), (3.55)

with

rax(n) = rax(n− 1) + x′T (n)x(n)

−x′T (n− I + 1)x(n− I + 1). (3.56)

The inverse in Eq. (3.41), in the following denoted as Xpi, was computed by taking
the inverse of the autocorrelation matrix Xp, where the latter is updated by the
following recursive scheme:

Xp(n) =

[

ra rTaa
raa Xp(n− 1)

]

, (3.57)

in which

raa(n) = raa(n− 1) + x′T (n)x′(n)

−x′T (n− I + 1)x′(n− I + 1), (3.58)

ra(n) = ra(n− 1) + x′T (n)x′(n)

−x′T (n− I + 1)x′(n− I + 1), (3.59)

and in which Xp(n − 1) consists of the KA − 1 ×KA − 1-dimensional upper-left
matrix of Xp(n).
The actual inverse is computed with a steepest-descent iteration [61], as follows.
A square matrix R of size KA × KA is defined in which each column is a row
vector ri of length KA, in which i = 1..KA indexes the column of R:

R =
[

r1 . . . rKA

]

. (3.60)

Each column of the inverse Xpi will be denoted by a separate vector xpi,i with
i = 1..KA the column index:

Xpi =
[

xpi,1 . . . xpi,KA

]

. (3.61)
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The steepest descent iteration is performed with the following algorithm:

R = IKA
−XpXpi;

for k = 1untilKA

αk =
rTk rk

rT
k
Xprk

;

xpi,k = xpi,k + αkrk;
end for

The FAP-algorithm can be broken down into four steps. In the first step the output
of the upper branch filter is calculated, using Eq. (3.55). In the second part, the
auto-correlation matrix is efficiently calculated and updated, using Eq. (3.57).
The third step will calculate the inverse of the auto-correlation matrix using a
steepest descent iteration. And in the fourth and final step the error, the de-
correlated error and the update rule are calculated by computation of Eqs. (3.52),
(3.46), (3.41), and (3.45). One of the interesting features of the combination of
RMFe with FAP is that the disturbance signals d′(n) which are required for FAP
are readily available from RMFe. The FAP-algorithm starts with the initialization
of the different variables:

Xp = δIKA
Xpi =

1
δ
IKA

ra = δ
raa = 0KA−1 rax = 0KA−1.

The inverse Xpi at a particular sample n will be initialized with the inverse as
computed at a previous sample n− 1.

The complexity of the different algorithms will be analyzed. First assume that
the algorithms will be broken down in some basic operation and secondly assume
that multiplication and additions are counted as one operation. The complexity of
the inverse inner-factor is O(2(N+M)2). A reduction of complexity to O(6NM+
2(N + M)M) is possible when an output normal form is used. The complexity
of the transposed-conjugate outer factor is O(2JLM) for PLMS and O(4JLM)
for RMFeLMS. The control filter W has a complexity of O(2ILM). And the
LMS update rule needs O(3ILM) computations. The AP/FAP update rule can
be broken down into three operations, the first one being the error vector with
a complexity of O(MKA + 2KMKAI) for AP and O(M+2KMI) for FAP. In the
second step the inverse matrix and the de-correlated error vector are calculated
with a complexity of O(4K3

A + 2K2
A + 2K2M). In the third step the update rule

will be computated with a complexity of O(2KMI + KMIKA + MK2) for AP
and O(3KMI +M) for FAP. The RMFeLMS and PLMS algorithm both have a
higher complexity than FeLMS. The complexity of RMFeLMS is almost similar
to that of PLMS where the extra complexity is due to the copy of W and the
regularization part. The regularization ensures a practically feasible and stable
algorithm. The performance and convergence properties of the Hybrid filtered
error algorithm [25] are very close to those of the PLMS algorithm. However, the
convergence properties and the mean square error of RMFeLMS are even better
than that of PLMS [29]. It also must be noted that FeLMS and its derivatives
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are a different kind of algorithms with different design trade offs. For instance,
FeLMS usually needs longer filters than RMFeLMS.

3.4 Results

A configuration with 5 piezoelectric sensors and 5 piezoelectric actuators on a
panel was used for testing of the regularized modified filtered-error algorithm. The
control architecture was feedback, using the internal model control principle. On
the top and the bottom of the panel, each 9 piezoelectric patches were attached.
The piezoelectric patches in the center of the plate and the corners of the plate
were used. The panel was mounted on a box made of perspex, as shown in Fig. 3.5.
In the bottom of this box a loudspeaker was mounted that was used to generate
the primary source signal. The honeycomb panel as shown in Fig. 3.5 was built
up from epoxy faces of 0.4 mm and an epoxy honeycomb core of 5mm thickness.
The boundaries of the plate were simply supported. The noise had a Gaussian
amplitude distribution with a bandwidth of 1 kHz.

The sandwich panels as used for the experiments were designed in such a way
that noise reductions could be obtained in the frequency range of interest using
a relatively simple control objective based on a direct minimization of the signals
from the piezoelectric sensors. Some of the considerations leading to the final de-
sign will be mentioned. Firstly, the actuator configuration was selected such that
the structural modes radiating to the farfield [16] could be controlled. This led to
a five-actuator configuration similar to that of Sors and Elliott [10]. Secondly, the
sensors were placed collocated with respect to the actuators in order to minimize
control spillover, taking into account possible in-plane coupling effects. In-plane
coupling [18] between piezoelectric patch actuators and piezoelectric patch sensors,
which can have negative consequences for the control of the acoustically relevant
out-of-plane vibrations, was reduced by the honeycomb core of the sandwich struc-
ture. Finite Element simulations of the different configurations and a subsequent
analysis based on pole-zero distances [18] showed that insertion of such a core be-
tween the piezoelectric patch actuator and the piezoelectric patch sensor improved
the damping performance of a feedback control system, approximating the perfor-
mance of a combination of a piezoelectric patch actuator and an accelerometer.
Different types of sensors were also evaluated in real-time control experiments.
The use of accelerometers led to noise reductions that were approximately 1 dB
higher than obtained with the piezoelectric patch sensors. However, the use of
piezoelectric patches was found to lead to more robust performance, probably due
to the spatial averaging by these sensors [11] andor the reduced high-frequency
content of the sensor signals. In this paper only the results for the piezoelectric
patch sensors will be shown.

The controller was implemented on an embedded PC running an RT-Linux
operating system. The controller was designed in Simulink/Matlab using custom
blocks that were written in the C programming language. The code for the simu-
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lation in Simulink was identical to the code to generate the real-time code, using
the Realtime Workshop. Analog I/O for this system was implemented on a ded-
icated module providing 16 analog inputs and 16 analog outputs. This ADDA
module samples at a higher sample rate than the control algorithm. This high
sample rate, which was set to 100 kHz in the experiments, was reduced by means
of a decimator on the input and increased by means of an interpolator at the
output, using filtering in discrete-time. Only a simple filter in the analog domain
is needed, reducing the need for complex analog electronic filtering. This setup
makes it is possible to use different anti-aliasing and reconstruction filters with
different cut-off frequencies. To reduce the latency for the feedback controller only
the interpolation filter was enabled. The sample rate of the controller was set to
2 kHz. In the first test the convergence rate was obtained by measuring the error
signal and storing it in a buffer on the platform. This buffer was then read by a
host PC in order to perform the necessary post processing.

The plant was estimated using a sub-space identification technique [21]. These
state-space models were converted into the output-normal form [62]. The advan-
tage of the output-normal form is that it can be more efficiently calculated than
the underlying state-space system. The state-space model used for the secondary
path was of the 50th order. The estimated secondary plant model had a variance
accounted for (VAF) of 99.93%. The regularization parameter β was set in such a
way that regularization was at a level of 30 dB below the largest frequency-domain
peak of G. The length of the time reversed transpose inner-factor was set to J=80.
The length of the LMS filters was set to I=40. The following parameters were set
for the LMS algorithm: the step size was set to α = 1

20 and the leakage was set to
γ = 1× 10−5. All parameter settings were first tested by means of simulations.

The convergence curves for the five input channels can be found in Fig. 3.6.
The convergence curve was obtained by averaging 32 realizations of the squared
error signals. For the measurements the controller was disabled for 5 seconds and
then switched on during 55 seconds. The data was normalized to the average dis-
turbance level of input channel 3, thereby defining the 0 dB level in Fig. 3.6. The
control system reached 10 dB reduction within 5 seconds, i.e. 10000 samples. The
overall reduction for all 5 channels after 55 seconds was 12.4 dB for the LMS algo-
rithm and 12.6 dB for a 4-th order FAP algorithm. The overall reduction for the 5
input channels was obtained from the ratio of the total power for the disturbance
signals divided by the total power for the error signals. Increasing the FAP order to
higher orders did not improve the performance anymore. It can be seen that there
is almost no difference between RMFeLMS and RMFeFAP for this feedback control
architecture. This can be expected because a feedback controller tries to make the
reference signal white, in which case there is no advantage of FAP over LMS. The
spectrum for steady-state operation can be found in Fig. 3.7. The overall steady-
state reduction over all 5 input channels was 14.1 dB, which is somewhat higher
than the 12.6 dB reduction after 55 seconds. The data used to obtain the steady-
state reduction was also used to calculate the optimal Wiener filter solution, which
is constrained to be causal. The Wiener filter was computed with the methods
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Figure 3.5: Enclosure with noise source and panel with piezoelectric actuators; the
dimensions are given in Fig. 3.8.
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Figure 3.6: Convergence curve for a real-time 5-input 5-output feedback control system;
the reduction after 55 seconds for 5 channels is 12.4 dB (RMFeLMS, solid line) and 12.6
dB (RMFeFAP, dashed line).
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Figure 3.7: Spectrum of the error signals for a converged real-time feedback controller
using the RMFeFAP algorithm; the overall reduction is 14.1 dB at α = 1

40
.

described in Ref. [63]. The particular computation method for the Wiener filter
was based on the use of a single controller W set to reduce the filtered error signals
e′(n) = G

∗

i (q)D(q)[e(n);Greg(q)u(n)]. The inputs for the Wiener filter computa-

tion were the reference signal x(n), the secondary path G
∗

i (q)D(q)G(q)G
−1

o (q),

and the disturbance signal G
∗

i (q)D(q)[d(n);Greg(q)u(n)]|u(n)=0, in which the con-
troller is switched off. The model of the secondary path to derive the Wiener filter
is the transfer path from the output of the upper block W in Fig. 3.4 to the signal
e′(n) without the part consisting of the single delay block. This delay block was
used for improved convergence of the modified adaptive algorithm but should be
omitted in the secondary path for computing the optimum Wiener filter, since the
optimum Wiener filter as computed here is based on the input signal x(n) instead
of x′(n). For feedback control the reference signal was equal to the disturbance
signal; in that case only the disturbance signal d(n) was measured. For feedfor-
ward control the reference signal x(n) was also measured. The resulting Wiener
filter W was then used to compute the error signals e(n). Subsequently, the opti-
mal reduction using the Wiener filter was obtained by comparing d(n) with e(n).
In this way it was possible to study the influence of different approximations and
parameter settings in the RMFe-algorithm on the steady-state performance. The
maximum theoretical overall reduction for the 5 error sensors according to the
Wiener filter was 15.5 dB. The real measured overall reduction on the test setup
was 14.1 dB. The difference between the estimated results and the real results can
be explained by errors in the IMC-model, DC-offset, non-correlated noise sources
and non-linearity in the measurement setup, of which the error in the IMC-model
was the most important. Finally the standard filtered-error algorithm was tested
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Figure 3.8: Schematic overview of the setup used for testing of the feedforward RMFe
algorithms consisting of a circular pipe connected to the rectangular perspex box of Fig.
3.5; the depth of the perspex box is 30 cm.

on the feedback test setup, in order to compare it to the RMFe algorithm. Due to
the inherent delay in the filtered-error algorithm and the absence of precondition-
ing the step size had to be set to a relatively small value. The controller already
became unstable with a µ of 1

1000 . For the experiments a value of 5 × 10−4 was
used, resulting in approximately 4 dB reduction after 55 seconds and more than 1
hour to reach the steady state reduction.

In order to test the FAP algorithm a modification of the test setup was de-
vised. The modification consisted of a circular pipe connected to the bottom of
the perspex box. A schematic overview of the setup can be found in Figure 3.8.
With this setup the reference signal will be colored due to resonances in the pipe.
The real-time results of the RMFeLMS and RMFeFAP implementations can be
found in Figure 3.9.

For the FAP algorithm, the following settings were used: µ = 1
40 , δ = 1

4 and
KA = 28. The LMS parameters were α = 1

10 , γ = 10−5. In both algorithms the
same regularization parameter β as for the feedback control experiments was used.
The length of the time reversed transpose inner-factor was J=80 and the length of
the adaptive filter was I=350 taps. Both the LMS and the FAP algorithm used an
IMC algorithm to compensate for the feedback from the actuators to the reference
microphone. The IMC model was estimated together with the model from the
secondary path using the same stimuli. It was found that IMC was necessary for
proper operation, also for this feedforward configuration. The estimation accuracy
(VAF) was 99.86% for the secondary path model G and 99.49% for the IMC-
model Grp. The order of both models was 50. Both models were transformed into
the output-normal form. Complexity of the FAP-related computation became
dominant for KA orders of 32 and higher.

From the results in Fig. 3.10 it can be seen that FAP has better convergence
properties than the LMS algorithm. After 55 seconds, the LMS algorithm reaches
a reduction of 11.5 dB, whereas the FAP algorithm reaches a reduction of 13.5 dB.
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Figure 3.9: Convergence curve for real-time feedforward control using RMFeFAP
(dashed line) and RMFeLMS (solid line); after 55 seconds, RMFeFAP reached 13.5 dB
overall reduction and RMFeLMS reached 11.5 dB overall reduction.

Both algorithms are still not at their maximum reduction after 55 seconds. The
optimal Wiener filter predicted a reduction of 14.0 dB. The real-time implementa-
tions of both the LMS algorithm and the FAP algorithm were able to realize this
reduction. The spectra for the feedforward controller in steady-state conditions
can be found in Fig. 3.10. Only the result for the RMFeFAP implementation is
shown since the result for RMFeLMS is nearly identical. The maximum reduction
reached on all 5 channels is 14.3 dB, which is 0.3 dB higher than the optimal
Wiener filter solution. Due to the fact that only one observation is used there
was some variance in a single observation. Furthermore it needs to be noted that
especially the FAP algorithm can dynamically track small changes in the statistics
of the source. The Wiener filter is only optimal for one observation and can not
track changes in the source statistics.

In addition to the steepest-descent method for matrix inversion, also a con-
jugate gradient method was implemented. Use of the conjugate gradient method
did not lead to significant performance advantages. A simplification of the FAP
algorithm as described in the present paper is possible by assuming µ = 1. Then
also the full matrix inversion can be reduced to solving a single system of equations
[35]. However, it was found from experiments that the performance deteriorated
because of this simplification; the resulting error signals were approximately 1 to
2 dB higher. Finally, tests were performed in order to verify that the feedforward
configuration indeed led to performance advantages as compared to the feedback
controller. On the setup of Fig. 3.8, a feedback controller resulted in a reduction
of 7.9 dB, i.e., substantially less than the 14.3 dB reduction using the feedforward
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Figure 3.10: Spectrum of the error signals for a converged real-time feedforward con-
troller using the RMFeFAP algorithm; the overall reduction is 14.3 dB.

controller.

In order to evaluate the noise reductions, additional tests were carried out on
a similar panel with integrated lightweight electronics. Apart from the integrated
electronics, the resonance frequencies and other properties of this panel were very
similar to the other panel. The noise reduction of the panel was measured by
positioning microphones at distances of 50 cm from the panel. The average noise
reduction for a feedback control system was 8 dB; the reduction on the error sensors
was 10.2 dB. For a feedforward control system the average noise reduction was 7
dB; the reduction on the error sensors was 15.5 dB. If higher noise reductions are to
be obtained, particularly with feedforward control, then probably the cost function
of the control algorithm should be modified in order to include a relationship
between the sensor signals and the acoustic radiation from the panel , such as
with a radiation mode based technique [12].

3.5 Conclusions

In this paper results were given of a real-time implementation of the regularized
modified filtered-error algorithm. The algorithm was extended with the fast affine
projection method in order to improve the speed of convergence for colored refer-
ence signals. It was shown how to combine the extension with the RMFe algorithm.
In both feedback and feedforward control scenarios, the controller was used to re-
duce the vibrations of a panel by driving piezoelectric patches. The maximum
difference of the predicted reduction and the reduction obtained in real-time ex-
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periments was 1.4 dB for feedback control and 0.3 dB for feedforward control. It
was shown that the RMFeFAP algorithm has better convergence properties than
the RMFeLMS algorithm for the case of colored reference signals, which was ver-
ified in a feedforward control configuration. For feedback control no significant
differences between the algorithms were found, as expected.
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Chapter 4

The RMFeLMS algorithm
and HAC/LAC

4.1 Introduction

In Chapter 3, it was shown that the regularized modified filtered error least mean
square algorithm (RMFeLMS) convergence properties as compared to the filtered-
reference and filterer-error algorithm. It also offers possibilities for improvements
of the robustness. However, the controller is model-based and is therefore sensitive
for mismatch between the model and the plant. This model mismatch reduces the
overall performance of the controller. Model mismatch can be caused by variations
in parameters such as temperature, boundary conditions etc. Furthermore, it is
assumed that the physical system can be modeled using a linear time-invariant
system. This is not necessarily the case due to the non-linear behavior of the
piezoelectric patches. In Ref. [18], a high-authority and low-authority control
(HAC/LAC) architecture is described. In this book, the goal of the low-authority
controller is to add active damping to the structure. Active damping can be
implemented using different strategies (See [18]), but in this chapter a collocated
and dual sensor-actuator pair is used. The product of the quantities measured
and exerted by a dual sensor actuator pair is power, which is the case when for
instance velocity is measured and force is exerted. In this case a simple feedback
controller would be sufficient due to the fact that the overall energy that is stored
in the system will be reduced [18]. An actively damped system will only have
reduced resonance and anti-resonance peaks, which are the eigen-frequencies for
the poles and zeros of the system, respectively. This will only lead to a reduction of
transients from the system (See Ref. [18]). A consequence of this is that the effect
of active damping reduces for frequencies that do not coincide with the poles and
zeros. To gain further reductions for such frequency components a model-based

0Parts of this chapter have been submitted for active 2009 (See ref. [53])
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controller can be used. This high-authority controller can be realized using for
instance the RMFeLMS, FeLMS, FxLMS, LQG or any other model-based control
algorithm. A major advantage of the HAC/LAC structure is that it increases the
robustness and performance of a model-based controller.

The object researched in this chapter is a smart-panel. Most publications con-
centrate on either multiple-input and multiple-output (MIMO) realization [29] or
on a structure that uses multiple Single-Input Single Output (SISO) with active
damping [46–48]. The MIMO-based control architecture is less robust under para-
metric uncertainty making it necessary to use a relatively high regularization level
to prevent instability. This comes at the price of reduced performance. A SISO
controller that uses a collocated-dual sensor-actuator pair can be realized using a
simple feedback controller. However, if the gain of the controller is too high the
panel behaves as if it is fixed at the location of the sensor-actuator pair. This
results in a panel that has new but higher resonance modes thereby reducing the
performance of the system. The use of multiple collocated-dual sensor-actuator
pair has the advantage that there is no interaction between different loops due
to the fact that overall energy in the system is reduced, thereby guaranteeing
stability. However, a possible problem with this configuration is that the SISO
sensor-actuator pair is not fully dual and collocated, making it necessary to care-
fully design a controller to prevent spillover or instability (See Ref. [47]). In the
panel presented in this chapter, the LAC loop uses piezoelectric patch actuators
and acceleration sensors which are not fully dual and collocated [47]. The piezo-
electric patch doe not generate a force but line moments at the edges (See for
instance [16, 18]). In [64], it was shown that this isn’t necessarily a problem for
lower frequencies. In this publication, a beam with a combination of a piezoelectric
actuator and an acceleration sensor was evaluated extensively. The conclusion of
this publication was that the collocated and dual property seems to be valid up
to a certain frequency, ensuring that the phase of the plant will be in the range
of -90 to +90 degrees up to this given frequency. The system therefore requires
additional roll-off at higher frequencies preventing instability at higher frequencies.

In this chapter, results are presented of an actively controlled panel (smart-
panel) that uses active damping (LAC) in combination with the RMFeLMS-MIMO
based algorithm (HAC). The LAC structure uses a local high-speed digital con-
troller running at 100 kHz. This structure uses a piezoelectric actuator and a
piezoelectric sensor for the high-authority controller and an acceleration sensor for
the low-authority controller. The HAC/LAC structure shares the same actuator
for both loops. The sensor-actuator pairs of the LAC unit are not fully dual, but
as stated before this does not have to be a problem if additional roll-off is added
at higher frequencies. The HAC structure is realized as a model-based controller
running at a lower-sample rate, in this case 2 kHz, resulting in a control bandwidth
of 1 kHz. In this chapter, the results of the experiments are presented and the im-
pact of the HAC/LAC structure on convergence rate, performance and robustness
is evaluated.
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Figure 4.1: Overview of the high-authority/low-authority control architecture of the first
generation panel.

4.2 The panel

In the experiments described in this chapter, two different panels were evaluated.
The first panel consists of a sandwich of three layers. The outer layers consist
of printed circuit boards; the middle layer consists of a honeycomb structure.
These boards use piezoelectric sensors and piezoelectric actuators. This panel
does not contain any conditioning electronics and does not contain acceleration
sensors. Therefore, it was necessary to mount external acceleration sensors and use
external signal conditioning electronics. The acceleration sensors were glued onto
the panel using X60. An overview of this panel can be found in Figure 4.1. The
acceleration sensor is directly mounted on top of the piezoelectric patch actuator.

The second panel is a fully integrated panel that includes all signal conditioning
electronics. It was constructed as a sandwich panel, with printed circuit boards
as the outer layers, and a foam layer in between. The two outer layers contain
all signal conditioning electronics. The piezoelectric patches are mounted on the
outside of the panel and the acceleration sensors are mounted inside the panel.
The acceleration sensor is a micromechanical system (MEMS), which was selected
due to its small form factor and small height. The panel only requires a controller
and a power supply. An overview of this structure can be found in Figure 4.2.

Both panels were extensively tested. However, the panel with the integrated
acceleration sensor had a relatively large phase shift. This was then compared to a
panel with an externally attached acceleration sensor. The phase shift of this panel
was smaller. The result presented in this chapter therefore use the panel with the
separate acceleration sensors and no integrated signal conditioning electronics.



52 Chapter 4. The RMFeLMS algorithm and HAC/LAC

Foam

� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �
� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �� � � � � � � � � � � � � � � � � � � � � � � � � �

+
Low authority control

High authority control

Amp

Piezo sensor

Piezo actuator

Acceleration sensor

PCB

Figure 4.2: Overview of the high-authority/low-authority control architecture and the
second generation panel. The signal conditioning electronics is integrated on the panel,
however the controller is still a separate unit.

4.3 The low-authority controller

In this chapter, active damping is used to realize the LAC loop. In most publi-
cations, active damping is realized using an analog controller (See [46–48]). One
of the advantages of an analog controller is its low delay when compared to a
digital controller. In this thesis, a method is described that uses a digital con-
troller with a high-sample rate that approximates an analog controller, such that
he analog and digital controller have identical performance for frequencies within
the control bandwidth. The control architecture designed during the research pe-
riod provided a suitable environment for realization of such a high speed digital
feedback controller. The interfacing board already contained ADDA converters
at 100 kHz while the actual RMFeLMS algorithm was operating at 2 kHz. This
made it possible to run the LAC and HAC controller at different sample rates.
The interface between the PC that runs the HAC algorithm and the ADDA unit
was implemented in a FPGA. The FPGA incorporates the following functional
units: the decimation filters,the interpolation filters, the glue logic for the PCI
bus interface and the low-authority controller. The design of the decimator filter
and interpolator filter is described in Chapter 5.

4.3.1 The analog low-authority controller

The velocity signal as required for the low-authority controller was obtained by
integration of the acceleration signal. This results in the following controller:

gD(s) = g/s, (4.1)

in which g is the loop gain and D(s) is the controller. In practice, such an inte-
grator can not be realized, but it can be approximated by a low-pass filter with a
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Figure 4.3: Simplified overview of the control system containing the low-authority con-
troller.

sufficiently low cut-off frequency:

gD(s) =
g

τs+ 1
. (4.2)

In [47] a version was used that combines an integrator with a phase-lag compen-
sator. This was necessary to prevent instability at certain frequencies. In our
application it was necessary to reduce the loop gain for higher frequencies to pre-
vent instability and spillover. This was realized by adding an additional low-pass
filter with a cut-off of 1 kHz.

4.3.2 The digital low-authority controller

An overview of the controller and the implementation of the low-authority con-
troller can be found in Figure 4.3. All parts within the dashed lines are running
at 100 kHz. This includes the AD, DA and the low-authority controller. The low-
authority control unit consists of three concatenated second-order infinite impulse
response (IIR) sections which are independently programmable for each channel.
A multiplier can be used to scale the input or output of each IIR section. Each
input has a fixed low-authority controller assigned to it. However, each output
can select its own input channel. This task is performed by the route unit.

The implemented architecture of the low-authority controller can be found in
Figure 4.4. It consists of three IIR second-order filters and a multiplier. The
position of the multiplier can be selected to be at the input, or at the output
of any of the three IIR filters. In this architecture, the three second-order IIR
filters and the multiplier always form a concatenation. The overall architecture
processes all 16 channels sequentially. An IIR-unit is realized as the state-space
implementation (See Eq. (4.4)). In this architecture, only one multiplier and adder
is used to process all 16 channels, thereby reducing the hardware costs. An IIR-
section can be bypassed by programming the a0 = 1 and b0 = 1 (Eq. (4.4)) and
all the other coefficients with zero. The position of the multiplier is fixed for all 16
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Figure 4.4: The internal structure used for the low-authority controller. It consists of
of three 2th-order IIR filters and a multiplier that can be inserted at the output or input
of one of the IIR sections.

channels and can only be programmed once at the start of the sampling process.
The multiplier can be used to add additional gain to the overall system. However,
to prevent overflow, the position of the multiplier must be carefully selected. Each
channels has its own gain factor.

The second order-section uses a state-space realization. This structure was
implemented using fixed-point arithmetic. The coefficients are in 32 bits format
with 30 fractional bits and 2 integer bits resulting in a range from -2 to almost
2. For stable minimum-phase filters, with the number of zeros being equal to or
smaller than the number of poles (See page 56 in the textbook of Elliott[20]), this
is sufficient. The equation for a second-order system is

a0y(n) +

2
∑

i=1

aiy(n− i) =

2
∑

j=0

bju(n− j), (4.3)

in which ai and bj are the filter coefficients. This can be written in the following
form:

y(n) =

2
∑

j=0

bj
a0

u(n− j)−

2
∑

i=1

ai
a0

y(n− i), (4.4)

in which all the coefficient are normalized by dividing them by a0. A stable system
only has poles inside the unit circle and a minimum-phase system ensures that all
the zeros are inside the unit circle. A consequence of this is that the coefficients
are in the range from -2 to 2. The proof is as follows. First, each point c inside
the unit circle has the property |c| ≤ 1 given that c ∈ C . For a real system, with
real signals, each pole or zero also has a complex conjugate. This means that for
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a second-order section the following holds:

H(z) =
(z − n)(z − n̄)

(z − p)(z − p̄)
=

z2 − nz − n̄z + nn̄

z2 − pz − p̄z + pp̄

=
z2 − 2<{n}z + |n|2

z2 − 2<{p}z + |p|2
=

b0z
2 + b1z + b2

a0z2 + a1z + a2
. (4.5)

From this it can be concluded that a each pole or zero pair always has real coeffi-
cients and that each coefficient is always smaller than or equal to 2.

The LAC-unit can be used to add additional gain to the loop. This was realized
using a digital multiplier. The gain factor is a 32 bits fixed-point number with 16
integer bits and 16 fractional bits. The multiplier generates a 48 bits result. This
result is truncated and saturated to a 16 bits result. All functional units require
16 bits input values and generate 16 bits output values.

Each LAC unit requires an input and output. The input to which each LAC-
unit is assigned is fixed, however the output to which a LAC unit is assigned
can be selected. This means that one input can be added to several outputs but
not vice versa. An overview of the route unit can be found in Fig. 4.5. In the
implementation on the FPGA the route unit is integrated into the interpolator.
The values from the different low-authority control units are written into a buffer.
In the final stage of the interpolation unit a buffer location is selected and added
to the currently processed output channel. It is also possible to bypass the add
operation. Some input channels may not require local feedback, for instance the
reference input for the RMFeLMS algorithm.

In Section 4.3.1, an analog prototype filter was described. The technique for
designing a digital low-authority controller is to translate the analog s-domain
prototype filter into a digital z-domain filter using the bilinear transformation.
This transformation from the s-domain to the z-domain can be performed by
substitution of

s =
2

T

z − 1

z + 1
, (4.6)

into the transfer function, with T being the 10µs sample interval. The cut-off
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Figure 4.6: An overview of the implemented low-authority control algorithm. Due to
design constraints the order of the units is important.

frequencies used in this chapter were relatively low when compared to the Nyquist
frequency. Therefore, no pre-warping was needed.

Active damping is realized using a collocated dual pair and a simple gain. For
the setup used and for the experiments described in this chapter, this was difficult
to realize. This was especially the case at higher frequencies. Experimental results
showed that an additional roll-off for frequencies above 1 kHz was sufficient to
minimize spillover and increase stability. The acceleration sensor can measure
static as well as dynamic gravitational influences. This means that the output
already has a DC offset determimed by gravitation. The output signal of the
acceleration sensor in the case of the smart-panel is considerably smaller for low
frequencies than for high frequencies. These differences become less extreme after
integration of the acceleration signals. The resulting velocity signal is a better
quantity for scaling.

From the above, the four basic operations for the low-authority controller can
be determined. First, the DC-component from the acceleration sensor must be
removed using a simple high-pass filter. This prevents saturation of the integrator.
Secondly, the signal from the acceleration sensor must be integrated using a simple
low-pass filter. The cut-off frequency was selected to be at 10 Hz so that the pole
was not too close to the unit circle in the z-plane, thereby preventing numerical
instability of the IIR-filter. Thirdly, the output of the previous stage needs to
be multiplied for introduction of additional loop gain. Finally, additional roll-off
must be generated for higher frequencies. In the panel used it was concluded that
a simple low-pass filter with a cut-off 1 kHz was sufficient to realize a stable control
system. The overall structure of this algorithm can be found in Figure 4.6. The
data-path is organized in such a way that for the application described in this
thesis the numerical precision is sufficient.

4.4 Measurements

The results of a controller that combines the low-authority and high-authority
control are described in this section. In this chapter only the result of the first
generation panel is presented. The measurements of the fully integrated panel
were too poor to obtain usable results. Therefore, it was decided to use the first-
generation panel and mount external acceleration sensors.
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4.4.1 The low-authority control loop

The overall control-system uses two different loops as depicted in Figure 4.1. In
this section, the transfer function of the low-authority controller is studied.
For a fully collocated and dual system having a phase shift in the range from -90
to +90 degrees, the gain can be made arbitrarily large, at least in theory. In a
HAC/LAC architecture this is not desirable. In this case only damping is required.
If the gain becomes infinite the panel has new resonance modes which the HAC
architecture can not control. Furthermore, a piezoelectric patch actuator com-
bined with an acceleration sensor is not fully dual and collocated, which reduces
the maximum loop gain. In Ref [47] it was shown that a piezoelectric patch ac-
tuator and an acceleration are dual and collocated up to a certain frequency. For
higher frequencies this behavior does no longer apply. Therefore the gain of the
system is limited and measures must be taken to introduce extra roll-off at higher
frequencies.

In the first experiment the quality of the low-authority control loop up to 1
kHz was studied. For this measurement the ”‘SigLab 20-42”’ network analyzer was
used. The transfer function was measured from the piezoelectric actuator to the
acceleration sensor. The high voltage amplifier driving the piezoelectric actuator
had a 40 dB gain. However, the input was attenuated with 10 dB resulting in
a overall gain of 30 dB. The acceleration sensors used were the 4393V of Brüel
& Kjaer. These sensors have a bandwidth of 16.5 kHz at which it has a phase
shift of +10 degrees. The acceleration sensors were connected to charge amplifiers
made by TNO. A second set of amplifiers was used to increase the output level
of these charge amplifiers. The gain of the second amplifiers was 40 dB. The
results of these measurements can be found in Figure 4.7. For frequencies higher
than approximately 50 Hz, the panel has a phase shift in the range of 0 to 180
degrees. However, this phase shift applies for the acceleration signal and not for
the velocity signal. After integration, the phase shift is in the range of -90 to
+90 degrees. In Figure 4.7, only the transfer functions for the collocated-dual
actuator-sensor pairs are plotted. The influence of non-collated actuators on non-
collocated sensors can be assumed to be minimal due to the property that the
overall energy in a collocated and dual system decreases. Therefore, a collocated
dual system using several SISO-loops that are mechanically coupled is asymptotic
stable. The cross-coupled sensor-actuator pairs can not destabilize such a system,
and are therefore not plotted in Figure 4.7.

In the second experiment the transfer function of the panel up to 10kHz was
studied. This measurement was using a similar setup as that in the first experi-
ment. The result of this measurement can be found in Figure 4.8. From the second
measurement it becomes clear that phase shift is no longer in the range of -90 and
+90 degrees for frequencies above 2.5 kHz. This makes it necessary to reduce the
overall loop gain and to introduce extra roll-off for frequencies above 2.5 kHz.

From this measurement it can be concluded that the piezoelectric actuator and
the acceleration sensor behaved dual and collocated for frequencies in the range of
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Figure 4.7: The transfer functions for the collocated sensor-actuator pairs from 0 to 1
kHz; piezoelectric actuator to acceleration sensor.
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Figure 4.8: The transfer functions for the collocated sensor-actuator pairs from 0 to 10
kHz; piezoelectric actuator to acceleration sensor.
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50 Hz to 2.5 kHz. The use of a piezoelectric patch actuator limits the bandwidth
due to the fact that it does not exert forces but moments, for low frequencies
the difference is almost non-existing (See ref [47]). The size of the piezoelectric
patch actuator also introduces additional phase shift. The trade-off in this case is
between the maximum moment that can be generated by a patch and the phase
shift present in the patch.

4.4.2 The transfer function under low-authority control

In this section, the influence of the low-authority controller on the high-authority
control loop is described. The transfer function of the high-authority control
path was measured, while the low-authority controller was active. The input and
output signals were then used to identify the plant using a sub-space identification
technique. The plant is also needed for high-authority model-based controllers and
for internal model control.

In this section, two different scenarios are compared. In the first scenario, the
loop is closed from the piezoelectric actuator to the acceleration sensor and the
transfer function is measured from the piezoelectric actuator to the piezoelectric
sensor. In the second scenario, the loop is closed from the piezoelectric actuator
to the acceleration sensor and the transfer function is measured from the piezo-
electric actuator to the acceleration sensor. The advantage of the second scenario
is that only one sensor is needed, in this case acceleration. The loop gain of the
low-authority controller is adjusted to prevent instability of the overall plant. The
acceleration sensor signal is amplified with a gain of 40 dB which reduces quan-
tization artifacts and improves the signal integrity and quality. The setup used
to realize the LAC architecture was described in Section 4.3.2. This architecture
uses a digital control loop gain unit. The digital loop gain was set using three
different configurations: 64 times for all sensor-actuator pairs , 64 times for the
middle sensor-actuator pair, 32 times for the outer sensor-actuator pairs, and 32
times times for all sensor-actuator pairs. The integrator used in the LAC unit
had a cut-off of 10 Hz followed by a low-pass filter with a cut-off of 1 kHz, which
is needed to realize additional roll-off for higher frequencies. The controller does
not use a decimation filter. The interpolator as described in Chapter 5 was pro-
grammed with an interpolator filter with a stopband attenuation of 50 dB. The
first section had a length of 63 taps, increasing the sample rate with a factor 5
and the second section had a length of 123 taps, increasing the sample rate with
a factor 10. The influence of the low-authority controller on the transfer function
up to 1 kHz can be found in Fig. 4.9. The Variance Accounted For (VAF) of the
estimated plants are for the configuration that uses a gain of 64 for all patches, a
gain of 64 for the middle patch and a gain of 32 for the outer patches, a gain of
32 for all patches and finally without any low-authority control which results in
99.96%, 99.98%, 99.97% and 99.98% VAFs, respectively. Notice that the zeros of
the transfer function shift to the right for the system with low-authority control.
It is also clear that the magnitude of the poles and zeros becomes smaller under
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Figure 4.9: Influence of the low-authority controller on the transfer function of the plant
measured from the piezoelectric actuator to the piezoelectric sensor, while the feedback loop
was from the actuator to the acceleration sensor. A decimation filter was not used; the
interpolation filter had a stopband attenuation of 50 dB.
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the influence of the low-authority control loop. Apparently, the low-authority con-
troller is able to add damping to the system. In a second measurement the transfer
functions for frequencies up to 5 kHz were obtained. In this case, no decimation
filter was used; and an interpolation filter with a stopband attenuation of 50 dB
was used. The lengths of the interpolation filters used were 63 taps for both sec-
tions. The first section increases the sample-rate by a factor of 2 and the second
section increases the sample-rate by a factor of 5. The transfer function was again
estimated using a sub-space identification method. The influence of the LAC ar-
chitecture on the transfer function up to 5 kHz can be found in Figure 4.10. The
order of the state-space model is 145. The VAFs for the low-authority controller
with a digital loop-gain of 64, with a loop-gain of 32 on the outer sensors and 64
for the middle sensor, with a digital loop-gain of 32 for all the sensors and finally
no low-authority control are 99.75%, 99.79%, 99.80% and 99.90%, respectively.
The phase-shift of the LAC loop for frequencies above 1 kHz is not within the
-90 to +90 degrees range. In Figure 4.10, it can be clearly seen that spillover for
frequencies in the range of 2 to 3 kHz appears for high digital loop gains. The gain
therefore must be limited and extra roll-off at frequencies above 1 kHz is needed
to prevent instability. Several filter combinations were tested but did not yield the
expected results. The approach proposed in [47] only resulted in a system with a
lower loop gain and a degraded overall performance. A first-order low-pass filter
with a cut-off of 1 kHz resulted in minimum spillover. The digital loop gain was
reduced to 32 for the outer piezoelectric patches and 64 for the middle piezoelectric
patch. With this configuration, spillover for frequencies in the range from 2 kHz to
3 kHz was minimal while the damping was maximized. Furthermore, the spectral
excitation in the spillover region was also minimal, making this configuration a
good compromise.

In the previous configuration, two sensors were needed, one for the low-
authority control loop and one for the high-authority control loop. This results
in good performance however it is quite expensive. The goal of another set of
experiments was to see if it was possible to obtain good results using only an
acceleration sensor, i.e, the HAC and LAC loop both used the same piezoelec-
tric actuator and acceleration sensor. The plant was estimated using a sub-space
identification method. The spectral output of the acceleration sensor contains
dominant frequency components above the 2 kHz sample rate of the HAC con-
troller. This resulted in a large error in the estimated state-space realization when
no decimation filter was used. This made it necessary to use a decimator at the
input of the controller. The decimation filter had a stopband attenuation of 50
dB; both decimation sections had a length of 63 taps. The interpolator used two
sections, one with 123 taps and one with 63 taps, the stopband attenuation was
also 50 dB. The order of the estimated models was 50 at a 2 kHz sample rate. The
VAF for the model with a gain of 64 was 99.90%, for a gain of 64 for the middle
piezoelectric patch and 32 for the outer piezoelectric patches it was 99.96%, for
a gain of 32 it was 99.94% and finally for no feedback at all it was 99.95%. The
resulting transfer functions of this measurement can be found in Figure 4.11.
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Figure 4.10: Influence of low-authority controller on the transfer function of the plant,
as measured from the piezoelectric actuator to the piezoelectric sensor, while the feed-
back loop was from the actuator to the acceleration sensor. No decimation filter and an
interpolation filter with a stopband attenuation of 50 dB was used.
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Figure 4.11: Influence of low-authority controller on the transfer function of the plant,
as measured from the piezoelectric actuator to the acceleration sensor, while the feedback
loop uses the same path. Decimation and interpolation filters with a stopband attenuation
of 50 dB were used.
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In a next experiment, the influence of spillover for the proposed piezoelec-
tric/acceleration pair was evaluated. A sub-space identification method was again
used to estimate the model. The order of this model was 145 at a 10 kHz sample
rate. The decimation filters used a filter with a 50 dB stopband attenuation and
consisted of two sections with 63 taps each. The interpolation filters used a filter
with a 50 dB stopband attenuation and consisted of 2 sections with 63 taps. The
VAF for a gain of 64 was 99.71%, for a gain of 64 for the middle sensor and 32
for the outer sensors it was 99.64%, for a gain of 32 it was 99.60% and finally for
no low-authority control it was 99.60% The resulting transfer functions for this
measurement can be found in Fig. 4.12.

In this section, the influence of low-authority control on the HAC transfer
functions was shown. It became clear that a too high loop gain either resulted
in instability or in spillover at higher frequencies. From the Figures 4.10 and
4.12, it is seems that the best gain is 32. However, such a loop gain is somewhat
conservative, which results in poor reductions. A good compromise is to use
different gains for each sensors-actuator pair. For this case, a gain of 64 for the
middle sensor and 32 for the outer sensors seems to be a reasonable compromise.
Two configurations were studied: one using two sensors and the other one using
only one sensor. Although the one-sensor configuration seems to be very cheap
it is not a good choice. The reason for this is that the second configuration
always requires a decimation filter. The decimation filter is required to prevent
instabilities for the RMFe algorithm. This is probably due to aliasing of high
frequency components generated by the acceleration sensor, which are within the
50 kHz bandwidth of the LAC-unit but outside the 2 kHz bandwidth of HAC
algorithm. This reduces the performance for feedback applications quite severely.
Therefore, the first configuration using two sensors is used in the remainder of this
chapter. This configuration results in good damping performance while spillover
is reasonable.

4.4.3 Low-authority and high-authority control

In this section, the influence of the low-authority controller on the high-authority
control algorithm is evaluated. Two different scenarios were studied. The first
one uses the RMFeLMS algorithm in combination with internal model control to
construct a feedback model-based controller. The second one uses the RMFeLMS
in a feedforward scenario.

In the first experiment, the high-authority controller uses the RMFeLMS al-
gorithm in combination with IMC to construct a feedback controller. For the
low-authority controller, a setup was used as described in Section 4.4.2. In this
case the loop gain was 64 times for middle patch, 32 times for the outer patches.
The following parameters were used for the feedback controller: the RMFe regu-
larization level β was to set -20 dB, the LMS step size to α = 1

80 , the length of
time-reversed transpose inner-factor was ND = 80, the length of adaptive filter
was Wi = 80 and the leakage was set to γ = 10−5. The feedback controller did not
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Figure 4.12: Influence of low-authority control on the transfer function of the plant,
as measured from the piezoelectric actuator to the acceleration sensor, while the feedback
loop uses the same path. Decimation and interpolation filters with stopband attenuation
of 50 dB were used.
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use a decimation filter and the interpolation filter had a stopband attenuation of
50 dB. The LAC algorithm is described in Section 4.3.2. The parameters for the
LAC algorithm are the same as those of Section 4.3.2. The transfer functions of
the panel with and without LAC can be found in Figure 4.9. The adaptive con-
troller converged for a duration of three minutes. This time was sufficient for the
controller to reach the steady-state. For longer periods no further improvements
were measured, measurement on the convergence as presented in the next section
show that the controller typically needs less than a minute to converge. The test
involved MIMO-control only, LAC control on, LAC+MIMO control and finally
no control at all. The order of the plant with LAC off was 50 and the VAF was
99.97%. The order of the system with LAC on was 50 and the VAF was 99.97%.
The result of this measurment can be found in Fig. 4.13.

In the second experiment, the feedforward controller was studied. In this case
the model order was again 50 and the VAF was 99.98%. The RMFe regularization
level β was set to -30 dB, the LMS step size was α = 1

40 , the length of time-reversed
transpose inner-factor was ND = 80, the length of the adaptive filter Wi = 350
and the leakage was γ = 10−5. The feedforward controller took its reference signal
directly from the signal generator. The result of this measurement can be found
in Fig. 4.14.

It can be concluded that LAC reduces the MSE for feedforward control as well
as for feedback control.

4.4.4 Convergence speed under influence of LAC

In this section, the influence of LAC on the convergence speed of the RMFeLMS
algorithm is evaluated. First the parameters must be found at which the best
possible reduction could be obtained. These were different for feedback and feed-
forward control. The goal of these experiments was to find the optimal adaptation
speed given a certain step size α. In the next paragraph the results of these
experiments are given.

The maximum reduction for a feedback controller depends on different vari-
ables. From previous experiments it was concluded that filter lengths Wi = 80
and ND = 80 were good candidates for a feedback controller. This still leaves
the possibility to optimize the regularization level β and leakage parameters γ. In
several experiments, it was found that a leakage γ of 10−5 was a good compromise
between robustness and performance of the LMS algorithm. The setting of the
regularization-level β depends on the plant. The magnitude of the plant diagonal
elements that was used in this measurements can be found in Figure 4.11. A reg-
ularization level β of -20 dB was selected. In the case of the RMFe structure, this
resulted in a regularized plant model in which the magnitude can not get below
-20 dB. The only tunable parameter left is the convergence parameter, the step
size α of the LMS algorithm. In an experiment the influence of this parameter
was studied. The error signals were measured for a duration of 60 seconds. At the
beginning of each measurement the controller was switched off for 5 seconds and
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Figure 4.13: Performance measured on the sensors for a feedback controller using IMC.
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Figure 4.14: Performance of the feedforward controller.
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then it was switched on for 55 seconds. The reduction was calculated by taking
the first 4 seconds and the last 4 seconds controller switched off and controller
switched on,respectively. This procedure was repeated 32 times and an ensemble
average was calculated in order to obtain consistent and reproducible results. In

Table 4.1: Reduction of the error signals for a feedback controller for different step sizes
α after 60 seconds

α
1

10

1

20

1

40

1

80

1

160

1

320

MSE reduction 7.8 dB 9.0 dB 9.4 dB 9.3 dB 9.0 dB 8.4 dB

Table 4.1, the result for a number of different step sizes α is given. A plot of the
different convergence curves was not included due to the fact that the curves were
almost identical: only the MSE errors were different. From Table 4.1, it can be
concluded that α = 1

40 gives the best possible reduction after 60 seconds.
In the next experiment, the convergence behavior of the RMFeLMS algorithm

in a feedforward scenario was evaluated. The parameter selected for the feedfor-
ward RMFeLMS algorithm were the filter lengths Wi = 350 and ND = 80. The
leakage γ was set to 10−5, being a compromise between stability and robustness.
The regularization level was selected to be -30 dB. The procedure used to measure
these results was the same as used in the feedback scenario described in the pre-
vious paragraph, however only 16 iterations were used. The different MSE values
after convergence for different values of α can be found in Table 4.2. The conver-

Table 4.2: Reduction of the error signals for a feedforward controller using different step
sizes α after 60 seconds

α
1

1

1

2

1

5

1

10

1

20

1

40

1

80

MSE re-
duction

19.4 dB 21.2 dB 22.1 dB 22.3 dB 22.4 dB 22.6 dB 21.8 dB

gence curves for different values of α can be found in Figure 4.15. This Figure was
constructed using 16 iterations over which the MSE was calculated. From these
results, it was concluded that an α of 1

40 was a good trade-off between convergence
speed and steady-state MSE.

The question that arises from this is how LAC influences the overall perfor-
mance in terms of speed of convergence. From the previous experiments it was
decided to set α to a value of 1

40 for the feedback controller as well as for feedforward
controller. These values were selected to obtain good MSE values in combination
with good convergence properties. The first case which was studied was the feed-
back controller. The LAC unit was configured as in Section 4.3.2 and 4.4.1. The
convergence under influence of LAC using a feedback HAC strategy can be found
in Figure 4.16. To show the impact of the LAC clearly, it was decided to leave
the LAC switched off for the first 5 seconds and switched on for the remainder of
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Figure 4.16: Convergence curves for MIMO feedback with and without LAC.
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Figure 4.17: Convergence curves for MIMO feedforward control with and without LAC.

the time. The two plots in the Figure 4.16 demonstrate the difference between a
high-authority controller with and without LAC. The plots show that LAC does
not significantly influence the speed of convergence. However, the MSE improves
with approximately 1.5 to 2 dB. This is probably due to the reduced phase of the
plant under influence of the LAC-unit.

The same experiment was also carried out for the feedforward HAC algorithm.
In this scenario, the reference signal was directly taken from the noise generator.
All settings were similar to that of the previous measurement. The results of this
measurement can be found in Fig. 4.17. In this scenario, the LAC unit was again
switched off for the first 5 seconds and then switched on for the remainder of the
duration. It can be concluded that the LAC unit does not influence the speed of
convergence. However, it does improve the MSE with approximately 5 dB.
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Figure 4.18: Dimensions of the active panel used in the experiments. A mount with a
thread can be used to add extra weight to the panel.

4.4.5 Robustness under influence of LAC

In this section, the result of a study involving the robustness of a controller using a
HAC/LAC architecture is presented. The LAC architecture adds active damping
and the HAC architecture is constructed using the RMFeLMS algorithm. The
robustness was assessed by modifying the dynamics of the panel. This was realized
by adding weight to the panel. The MIMO controller is model-based and therefore
the dynamics of the panel, modified by the additional weight, and the initially-
estimated model that was calculated off-line, will now be different. The impact of
this mismatch was studied for the case of feedforward and feedback control.

In the first experiment, the influence of the additional weight on the transfer
function is presented. The weight could be mounted on the panel by means of a
mount with a thread, where the mount was glued to the panel. The dimensions
of the panel and the location of the mount can be found in Figure 4.18. The
experiments were carried out with increasing weights (see the first column of Table
4.3). The model was estimated using a state-space identification method. The
order of each model was 50 and the VAFs were all approximately 99.97%. The
results of this can be found in Fig. 4.19. In this scenario, the LAC unit was
switched off. The experiment was repeated but now with the LAC unit switched
on. Using the same model order, the VAF’s remained approximately equal. The
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Figure 4.19: Influence of additional mass on the transfer function of the panel without
LAC.
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Figure 4.20: Influence of additional mass on the transfer function of the panel with
LAC.

results of this can be found in Fig 4.20. It can be noticed that the resonance
and the anti-resonance peaks become less extreme. This is a result of the active
damping. A better method of visualizing the difference of the system with and
without weight consists of plotting the phase difference between the two systems.
In the first experiment, no LAC was used and the system transfer function was
measured once with no added weight and once with 40.60 gram additional weight.
In a second experiment, these measurements were repeated but now with LAC
switched on. The results of this can be found in Fig. 4.21. From this, it can be
concluded that LAC reduces the overall phase shift. This improves stability and
robustness.

The robustness of the RMFe algorithm can be tuned by modifying the
regularization-level β. However, this comes at the price that the reduction of
the error signals is also decreased. This means that a conservative regularization
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Figure 4.21: A plot of the difference in phase between systems with and without addi-
tional weight. The first curve uses no LAC and the second one has LAC enabled. In this
case a weight of 40.60 gram was added to the panel.
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Table 4.3: Mean square error in dB; influence of added weight on the performance of a
feedback controller. The reduction was measured after 180 seconds and was the average
MSE over all 5 sensors. A step size α = 1

40
was used. The model for IMC and the

RMFeLMS algorithm were identified without the additional weight.

Weight β = -20 dB β = -25 dB β = -30 dB
[gram] LAC LAC off LAC LAC off LAC LAC off
00.00 11.42 10.42 11.98 10.50 12.11 11.77
18.17 11.45 10.39 12.36 10.94 13.01 11.63
27.00 11.55 10.32 12.54 10.95 12.38 11.29
33.82 11.56 10.35 12.66 11.22 12.82 11.59
40.60 12.19 - 11.83 - 12.81 -
47.32 11.50 - 11.76 - - -
54.17 12.18 - 12.43 - - -
61.05 11.51 - 12.34 - - -
67.85 12.03 - 12.71 - - -
74.96 11.87 - 12.02 - - -
81.67 11.83 - 12.21 - - -
88.41 11.67 - 12.62 - - -
95.22 11.89 - - - - -

level β results in a robust system but with a relatively poor reduction. In this para-
graph, the influence of a relatively low regularization-level combined with LAC is
evaluated.

In the first test, the RMFeLMS algorithm was used in combination with IMC
to construct a feedback controller. The parameters were set to: α = 1

40 , γ =
10−4, ND = 80 , Wi = 80. The regularization-level β was set to -20 dB, -25 dB
and -30 dB. The result from this measurement can be found in Table 4.3. The
controller was switched on for 3 minutes and then the reduction was measured. A
configuration with LAC on and LAC off was also tested. The reduction increased
when the regularization level β was set to a lower value. From this table it is
clear that a level of -25 dB yields the best reduction as well as good robustness
properties. The use of LAC results in 1 dB additional reduction, as already seen
before in the convergence curves.

In a subsequent test, the influence of LAC on the performance and robustness
of a feedforward controller was evaluated. In this setup, the controller used the
following parameter: α = 1

40 , ND = 80, Wi = 350 and regularization levels β of -25
dB , -30 dB and -35 dB. A regularization level β of -20 dB restricts the controller
to much. The measurements were again repeated for several weights. The result
of this experiment can be found in Table 4.4. The feedforward controller shows
improvement of the robustness but not as noticeable as for the feedback controller.
The regularization level β now limits the maximum reduction and a regularization
level β of -25 dB or -30 dB seems to be a good compromise. A regularization level β



4.5. Conclusions 79

Table 4.4: Mean square error in dB; influence of weight on the performance of a feed-
forward controller. The performance was measured after 180 seconds. A step size α = 1

40

was used. The model for the RMFeLMS algorithm was identified without additional
weight.

Weight β = -25 dB β = -30 dB β = -35 dB
[gram] LAC LAC off LAC LAC off LAC LAC off
00.00 25.42 21.35 27.53 22.17 27.62 22.57
18.17 25.27 21.59 26.94 21.51 28.68 22.83
27.00 24.70 - 26.24 - 27.33 -
33.82 25.21 - 22.61 - - -
40.60 - - - - - -

of -25 dB gives the highest possible reduction but not the best possible robustness.
It seems that a feedforward controller depends more critically on the model than
the feedback controller, however the reduction of the feedforward controller is also
higher than that of a feedback controller.

It can be concluded from the previous section that LAC has a positive effect on
the robustness with respect to parametric uncertainties and the reduction of error
signals. However, the benefit of LAC was stronger for the feedback controller than
for the feedforward controller. This resulted in the following question: ”What
happens if the model used for the RMFeLMS algorithm is the one with LAC on
but that the external LAC-unit is switched off”. The result of this experiment can
be found in Table 4.5. The reduction is approximate 1 dB lower than that of a real
LAC-setup. The robustness is not as good as that of a real LAC-setup. However,
this setup already gains some robustness and increase in reduction. It seems
that the reduced phase of the model results in a system with better robustness
properties. This is probably due to the reduced phase shift in the loop. In this case
the reduction of phase shift improves the system more than the model mismatch
degrades it.

4.5 Conclusions

In this chapter it was shown that recent advances in signal processing and inte-
grated circuit design make it possible to implement a HAC/LAC architecture. A
HAC/LAC architecture was realized as a high-speed decentralized controller run-
ning on a FPGA and a medium speed centralized controller running on a central
processor unit. In this chapter it is shown that this is feasible and that for a
suitable configuration, it improves the performance of adaptive algorithms.
The HAC/LAC control scheme improves the general performance. The major
improvement is a further reduction of the MSE. However, it does not improve
convergence speed. Another advantage of the HAC/LAC structure is that it also
improves the robustness. These advantages come at the price of an increased com-
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Table 4.5: Mean square error in dB; influence of weight on the performance of a feedback controller. The performance was
measured after 180 seconds. A step size α = 1

40
was used. In this case the LAC unit was switched off but the model used LAC and

was used for IMC and the RMFeLMS controller. This model was identified without additional weight but with LAC switched on.
The regularization level β was set to -25 dB.

Weight [gram] 00.00 18.17 27.00 33.82 40.60 47.32 54.17 61.05 67.85
Reduction [dB] 11.25 11.73 11.94 11.63 11.74 11.35 11.36 11.45 -
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plexity in the form of additional inputs and additional sensors. However, for the
rapid prototyping system as described in this thesis, the hardware needed on the
platform can be implemented on the hardware which is already needed to interface
with the high-authority controller that is running on the embedded computer.
The increase in robustness is most noticeable in a feedback controller. This is
probably due to the reduced phase shift. This reduction in phase shift is the main
contributor to the increased robustness and improved MSE. This can be clearly
seen in the test were only the model that uses a LAC controller was used. The real
physical system had no LAC-control enabled. The robustness and MSE already
improved with this scenario. This seems to be consistent with previous studies
concluding that the phase shift is the important property governing the stability
of a feedback controller (See [20]. In the case of the feedforward system, the ro-
bustness did not increase that much. The feedforward control scheme was found
to be more sensitive to model errors. This can be explained by the notion that
an accurate prediction of the disturbance signal is critical for the reduction of the
MSE in feedforward controllers.
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Chapter 5

Development system
hardware

5.1 Introduction

In this chapter a controller and control architecture is introduced that can be used
as a development system for active noise and vibration control1. In particular, the
architecture enables the comparison of different strategies for the control of panels
with piezoelectric actuators. One such control strategy is based on distributed
control [65, 66]. The control architecture in this chapter is capable of evaluating
the algorithms and corresponding hardware that are required for such a distributed
architecture. However, the realization is concentrated in a single control module,
which still allows evaluating the key features of a distributed system. A rela-
tively low sample rate is used for centralized control whereas a high sample rate is
used for localized control, such as for the HAC/LAC methodology as described in
Chapter 4. The LAC algorithms, which are relatively simple but run at high sam-
ple rates can be realized efficiently on reconfigurable hardware, such as an FPGA.
The HAC algorithms, which are relatively complex and which run at relatively low
sample rates, are more efficiently realized on a general purpose Central Processing
Unit (CPU). To be able to use the system for mobile demonstrators, the require-
ments are that the system should be compact, and that the power consumption
should be low. Additionally, the system has to allow stand-alone operation. These
requirements can be fulfilled with a CPU on a PCI-104-based embedded PC, in
this case a Lippert Coolrunner 4 module.

Several functional blocks are realized on the FPGA, such as the functional
unit that performs low-authority control, the communication with the PCI bus
[67], but also the decimation and interpolation processing required for sample rate

1The material presented in this chapter is based on InMAR deliverable “D275: Description
of a hardware platform and the communication with an RT-Linux/Simulink interface

83
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Figure 5.1: System overview of interface between the development system and the PCI-
104 platform.

conversion for high-authority control by the CPU. The FPGA combined with AD
and DA converters and analog filtering are combined on a separate PCB, the
analog interfacing card.

An important objective in the design of the architecture was to minimize the
overall delay in the controller. Critical components that determine the delay in the
controller are the decimation and the interpolation filters [20], as well as the delay
due to the order and timing of data acquisition, processing, and output signal
generation [41, 68]. The flexibility of the interpolation and decimation filters can
be used to realize a system that is an compromise between performance and delay
in the system (See ref. [69]).

In this chapter, the description of this hardware platform that works with a
Simulink/RT-Linux environment is given. An overview of the interface between
Simulink and RT-Linux environment can be found in Figure 5.1 and a picture
of the system realized and described in this chapter can be found in Figure 5.2.
In a series of measurements the correct operation of the platform is shown. The
delay is estimated and is given for a system with and without decimation and
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Figure 5.2: Picture of the controller in its enclosure above and without enclosure below.
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interpolation filters and for a sub-sample delay sampling procedure. This chapter
only contains the design of the high-authority control path.

5.2 Hardware architecture

The design of the hardware tries to combine the following constraints and objec-
tives,

It needs to offer sufficient computational power;

The system must be flexible in terms of ease of development;

It needs to be small in terms of the physical size of the system.

The first item has been addressed by using a RT-Linux platform that has
sufficient computational performance. The second item can be covered by using a
Simulink/RT-Workshop interface. The third and final one is more of a challenge.
In most ADDA systems the anti-aliasing and reconstruction filters are left out.
This results in a system that still requires a lot of external analog components.
The filters should reduce anti-aliasing errors and reconstruction errors as much as
possible, but for many applications, the group delay of the filters should be as low
as possible. In order to obtain the optimal trade-off between stopband attenuation
and group delay, the filter characteristics should be fully programmable. In this
design a combination of a fully programmable digital filter and a fixed analog filter
is used. The digital filters have a relatively low cut-off frequency while the analog
filters have a relatively high cut-off frequency. The cut-off frequency of the analog
filters was fixed to 20 kHz. The AD and DA units are now operating at a higher
sample rate and filtering at low frequencies is performed in the digital domain.
Lower sample rates are obtained from higher sample rates using integer frequency
steps.

The architecture of the system can be found in Figure 5.3. The overall system
consists of a PCI interface, a timer unit, an interrupt unit, an AD de-serializer, a
decimator, IO registers, an interpolation unit and a DA serializer. The interrupt
controller is used to register the interrupt source and to determine which unit has
generated the interrupt. The timer unit contains two timers. The timers can be
used separately or in the master-slave mode. The interpolation and decimator
unit are realized as two concatenated stages. The interpolator or decimator unit
can be bypassed if required.

The decimation unit is programmable and consists of two concatenated units.
It basically consists of a low-pass filter followed by a down-sample unit. Each
low-pass filter can be programmed with a maximum of 64 coefficients. The filter
structure is based on an FIR structure. The decimation ratio is programmable and
can have any integer fraction. The total fraction is the product of both stages.
The delay line of each section is 64 taps long. The down-sample unit will remove
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Figure 5.3: Architectural overview of the FPGA.

n−1 samples on every n samples. Each section can be programmed with different
filter coefficients, filter length and the appropriate decimation ratio.

The interpolation section is somewhat different and can be programmed with
a maximum filter length of 256 coefficients. The up-sample unit and the low-pass
filter are combined in a so called polyphase implementation. This structure is
again based on an FIR filter structure. The delay line in this FIR filter has a
length of 64 taps. However, in this delay line only the input samples are stored.
In a normal interpolator zeros are inserted and then the output is filtered. If
the up-sampler and the filter are combined it is only necessary to store the input
elements and not the inserted zeros. This results in a much longer delay line, for
instance if the interpolation factor is 5 then the real length is 64*5=320 taps. Due
to this advantage the coefficient memory was expanded to 256 coefficients. The
delay line is again 64 taps. However, the coefficient memory is 256 entries long.

The sample rate of both sections is directly related to the interrupt rate. Each
section multiplies the interrupt rate by the decimation rate and interpolation rate,
respectively. This construction has some setbacks in controlling and adjusting the
sample rate but makes it possible to switch the interpolation and decimation on
and off if needed. It also has the advantage that the interrupt-based mode can be
switched off, so that an external interrupt controller can be used. This structure
makes it possible to reduce the group delay by switching-off the anti-aliasing or
reconstruction filters.

5.3 Analog electronics specifications

The specifications of the analog part of the ADDA board can be found in Tables
5.1 and 5.2. The frequency bandwidth is measured from the low frequency -3 dB
point to the high frequency -3 dB point. The output specifications depend on the
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Table 5.1: The specifications of the analog input of the 16 channel ADDA board.

INPUT

-3 dB cut-off freq. 23 kHz
low-pass filter

slope 40 dB/dec
-3 dB cut-off freq. 1 Hz

high-pass filter
slope 20 dB/dec

max voltage(peak-to-peak) 4.8 V
impedance 30 kΩ

Table 5.2: The specifications of the analog output of the 16 channel ADDA board.

OUTPUT

50 Ω load 1 MΩ load
- 3 dB cut-off freq. 23 kHz 23 kHz

low-pass filter
slope 40 dB/dec 40 dB/dec
- 3 dB cut-off freq. 1 Hz 1 mHz

high-pass filter
slope 20 dB/dec 20 dB/dec

Max voltage (peak-to-peak) 2.4 V 4.8 V
impedance 50Ω

connected load. In this table, two loads were characterized, one at 50 Ω and the
other at 1 MΩ.

5.4 Verification

The platform described in the previous sections was validated and verified This was
done by series of simple experiments. First, the basic interface between Simulink
and the platform was verified. A more concise explanation can be found in Chapter
6. In this section, we are going to have a look at the platform itself. The platform
was first tested by writing a driver that tested the RT-Linux environment. The
purpose of this driver was simple and consisted of a simple feedthrough operation.
It was confirmed in a series of simple experiments involving some basic measure-
ment equipment that the overall system was working fine. The basic test involved
testing the timer, interrupt generation, the DA unit without any interpolation fil-
ter, the AD unit without an anti-aliasing filter, the path from the AD to DA and
finally the interpolation and decimation filters. From this series of experiments
it was concluded that the overall system worked as expected. The code used to
debug the hardware was then used to develop and implement a driver that pro-
vided a simplified interface to the hardware. How the interface with this driver
works is the subject of Chapter 6. The driver that was implemented is now part of
the RT-Linux environment and is loaded during the booting of the platform. The
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Figure 5.4: Simulink model used for system identification.

driver can control up to 4 cards and uses a simple function call-based interface. A
callback interrupt routine can be installed to handle interrupts from the card. The
architecture is built up in such a way that an interrupt is generated when an analog
to digital conversion has been performed. The RT-Linux platform, together with
the Simulink interface, provides a basic interface to handle this interrupt concept.
The idea is that the interrupt generation can be used to generate the timer ticks
for the realtime thread that handles the control algorithm.

5.5 System identification

The first test consisted of a simple system identification procedure. The output
of the system was directly connected to the input of the system. No filtering at
the input or output of the system was performed. The idea is now that a delta
pulse will be measured with some delay. The Simulink model that was used for
this purpose can be found in Figure 5.4. The procedure is that noise is supplied
to the system that needs to be identified. A simple LMS algorithm is used that
estimates the plant. The plant is then modeled by means of a moving average
(MA) identification process. The platform supports three operational modes; 1.
The mode which will be called one-sample delay mode. 2 The direct feedthrough
mode. 3. The sub-sample delay mode. The first mode is a classical concept in
which a sample is acquired, subsequently the algorithm is started and when it
has finished, the output is written into the DA registers. This value is translated
into an analog value when the next analog to digital conversion is started. This
classical approach generates a one-sample delay. The second mode writes the
value that has been calculated in the algorithm into the DA register but will also
directly start the DA conversion. The advantage of this mode is that system delay
is shorter [41, 68]. However, it is likely that some phase jitter will be introduced.
The third mode is a mix between the direct feedthrough mode and the one sample
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Figure 5.5: Impulse response resulting from system identification with the scheme of
Figure 5.4; One-sample delay mode (left) and direct feedthrough mode (right).

delay mode. In this mode a master timer is programmed with the sample rate. A
second timer, the so called slave timer, is programmed with an offset. The idea is
that the one sample delay from the one-sample delay mode can now be replaced
with a fractional sample. In this test only the first two modes will be verified.
Tests of the third mode are described in Section 5.6. The assumption is that the
one-sample delay mode introduces a one-sample delay in the identification and
that the direct feedthrough mode introduces a negligible delay. Testing the sub-
sample delay mode is not very useful and is identical to the direct feedthrough
if the slave time is adjusted correctly. From the result in Figure 5.5 it can be
concluded that the overall system works as expected.
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5.6 The delay of the system

For this test a network analyzer was used to measure the delay with a higher
accuracy. But first lets have a look at the expected delay in the system. The
system uses simple anti-aliasing and reconstruction filters with a cut-off frequency
of 20kHz. From simulation it was derived that the delay of the anti-aliasing and
reconstruction filter is approximately 10 µs resulting in an total delay of 20 µs.
In the one-sample delay mode the delay introduced due to the sampling process is
one sample and the delay introduced due to the hold of the DA conversion is 0.5
sample. In the tests, the sample rate of the algorithm was set to 2 kHz. This results
in a total of 500 µs + 250 µs + 20 µs = 770 µs delay. For the direct feedthrough
mode this is 250 µs + 20 µs = 270 µs. In practice this last figure is somewhat
more and it depends on the amount of time spent within the algorithm running
on the platform. Variation of computational time introduces jitter. In the FPGA,
a system was implemented that is able to reduce this jitter by means of a master-
slave timer principle. This mode will be called sub-sample delay mode. In this
system the master timer triggers the AD conversion and generates an interrupt.
At the same time as the AD conversion is started, a second timer, the so called
slave timer, is started. This timer triggers the DA conversion. The advantage of
this system is that the slave timer is programmable and that it can be programmed
with a time that is a fraction of a sample period. This reduces the overall group
delay. The output sample rate has an equidistant sample period resulting in
little to no phase jitter. The current driver adds support for this system. It
is necessary to first measure the time needed for the realtime thread. The slave
time consists of this time and the time needed for the communication and overhead
of the realtime kernel. The estimated value was 1

25000s = 40µs. This results in
three different algorithms: one-sample delay mode, direct feedthrough mode and
sub-sample mode. In the first test, of all three algorithms, no interpolation or
decimation was used. In the second test the interpolator was switched on and
the delay of the system was measured again. The delay was again measured for
all three algorithms. The filter that was used in this series of measurements is
the equivalent of a zero order hold function. The filter consists of an FIR filter
that contains N coefficients that are all 1. Such an FIR filter has a delay of N−1

2
samples, which can be easily verified with the grpdelay command of Matlab.
The delay of the total system is now exactly the same as the delay of a 2 kHz
system. The interpolator is actually implemented as a two-stage realization. This
means that the interpolation ratio is now N = N0N1. The real delay is the
output sample time, in this system 1

100e3 Hz
= 10µs, times the interpolation rate.

Assuming N0 = 5 and N1 = 10, the delay is 5×10
100e3 Hz

= 500µs which is again
equal to the delay of the 2 kHz system. This delay also includes the delay of the
hold unit running at 100 kHz. The proof of this is not very hard but has been
left out for sake of simplicity. The Simulink model used for the measurements
can be found in Figure 5.6. In this experiment, the measurements of the overall
system without any decimation or interpolation is shown. The network analyzer
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Figure 5.6: Simulink model used for the measurement of the group delay.

as used for the measurements, uses a sine wave to measure the transfer function
and the group delay. The output signal is band filtered and only the frequency
of interest is analyzed. This means that it is no problem to operate the system
without anti-aliasing or reconstruction filters. The measurements of a system
running at 2 kHz without anti-aliasing and reconstruction filters can be found in
Figure 5.7. In this Figure, the magnitude and the group delay are plotted. For
the one-sample delay mode and the sub-sample delay mode, the irregular curve
for the group delay is caused by the imperfect reconstruction filter. The direct
feedthrough mode suffer from additional group delay variations caused by jitter
of the start of the AD-conversion. The measurements of a system in which the
reconstruction filter emulates a zero order hold (ZOH) can be found in Figure 5.8.
In this system no decimation filter is used. The system works internally with 2
kHz and has a 2 kHz input but the interpolator and therefore the output generates
a 100 kHz signal. From the measurements it is clear that both systems have the
same performance. It seems that the 2 kHz system with no interpolation and
decimation is equivalent to the 100 kHz system in which the interpolator emulates
a ZOH and no decimation filter is present. From Figure 5.7 and Figure 5.8 it
can be seen that the trend for the group delay is a constant value. The direct
feedthrough mode has a low group delay. However, it comes at a high price. The
group delay is a very irregular function of the frequency, which is caused by the
jitter of the start of the DA-conversion. This could explain why such systems,
which have been known for a relatively long time (See, e.g. Ref. [68]) are still
not widely used [41]. The sub-sample delay mode seems to be a better approach.
In this mode the advantages of the one-sample delay mode, a group delay with a
small variance, is combined with the advantages of the direct feedthrough mode, a
low group delay. In practice the delay is difficult to estimate and must be obtained
by measuring the maximum value for the execution time of the algorithm. In the
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Figure 5.7: Delay and magnitude of the system running at a 2 kHz sample rate.
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Figure 5.8: Delay and magnitude of the system with the zero order hold interpolation
filter enabled running at 100kHz and no decimation filter (2kHz internal).
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case of a simple FxLMS feedforward controller it is necessary to filter the reference
signal with the plant model. The transfer function of this plant will be influenced
by the delay present in the control system. This means that it is not possible
to dynamically estimate the slave time and adjust it. This makes it necessary to
estimate it together with the transfer function of the plant.

5.7 Testing the decimator and interpolator

The final test consisted of a system that used a minimum-phase filter with 30 dB
stopband attenuation. The magnitude and group delay were again measured with
the network analyzer. The measured filter characteristics were very close to the
simulated characteristics from Matlab. The results of this measurement can be
found in Fig. 5.9. The plot contains the magnitude and the group delay. For
these results, the interpolator and the decimator were enabled. Three scenarios
are plotted: the one-sample delay mode; the direct feedthrough mode and the
sub-sample delay mode. The results were obtained using a direct pass-through
operation that included a high-pass filter (see Figure 5.6). The purpose of the
high-pass filter is to remove any DC component present on the input signal from
the AD converters.

The group delay for the one-sample delay is a regular and continuous function
of frequency. However, the group delay for the direct feedthrough mode is a
more irregular function of frequency. It seems as if the jitter influences the group
delay and makes the function more irregular. In the case of the sub-sample delay
mode the regular continuous function properties of the one-sample delay mode are
combined with the low group delay of the direct feedthrough mode. The delay
chosen for the master slave mode is now 1

16000 s = 62.5 µs. The slave time was
increased when compared to that of Section 5.6. The total slave interval time is the
sum of the following times: time needed by the decimation unit, communication
to the PCI-104 platform i.e. reading from registers and interrupt handler response
time, processing time of the control algorithm, time needed to write the value in
the DA registers.
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Chapter 6

Rapid prototyping software

6.1 Introduction

The rapid prototyping platform is based on a RealTime Linux distribution (RT-
Linux) that interfaces with a Matlab Simulink/Realtime Workshop environment
(RT-Workshop) 1. This framework was developed by TNO (See Ref. [70]). With
this framework, code can be automatically generated from a Simulink sheet using
the Matlab RT-workshop. Only a limited subset of blocks is supported; in order
to add more functionality so-called S-Functions can be added. The platform in its
current configuration supports S-Functions written in C. The exact details of the
hardware platform can be found in Chapter 5. In this chapter only software-specific
subjects are covered. An overview of the system can be found in Figure 5.1 and a
picture of the system in Figure 5.2. In this overview it can be seen that the system
consists of several components. The development system is based on a Microsoft
Windows machine hosting the Simulink environment. The code is generated using
the RT-workshop. It is then sent to the RT-Linux PCI-104 based platform and
compiled with the GCC compiler on this platform. The binary is downloaded and
stored on the development system. When the user decides to run such a module
it is uploaded to the RT-Linux environment and executed. From the Simulink
environment it is now possible to start the module that was uploaded to the RT-
Linux target system. Normal tools, like for instance the scope from Simulink are
now available. For the AD- and DA-components special S-Functions are required.
These are written with RT-Linux in mind. If these S-Functions are compiled on
a Microsoft Windows machine they will contain empty placeholders. For future
extension and ease of development a special interface is designed between the
ADDA-unit and the S-Function. This makes it possible to exchange the hardware
and driver without the need to replace the Simulink S-Function.

1The material presented in this chapter is based on InMAR deliverable “D276: Description
of an RT-Linux/Simulink interface and communication with a hardware platform”
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6.2 Software interface on the PCI-104 platform.

The PCI-104 platform runs a RT-Linux kernel. The realtime thread always has
the highest priority and runs in kernel space. To separate the hardware and the
software, a device driver is used. Such a device driver abstracts the hardware
details and provides a generic interface. An overview of this system can be found
in Figure 6.1. The driver can also be used to build a separate stand-alone kernel

Driver

Linux kernelRT−algorithm

User−space

Hardware

RT−Kernel
Device

Figure 6.1: Architectural overview of the realtime platform.

module for the realtime system. In our application however, this module is built
using the Matlab Realtime Workshop and Simulink.

6.3 Integration within Simulink

The driver is not part of the Simulink environment. An advantage of this ap-
proach is that it is now possible to design a high level interface, making it possible
to exchange the hardware without the need to replace the high level Simulink in-
terface. The hardware details are abstracted for the Simulink component. The
device driver is therefore permanently installed on the system. The main task
of the driver is to initialize ans setup the hardware. The function calls that are
provided are the subject of a separate section. The driver provides functions calls
for starting, stopping and setting up of the hardware. The hardware generates an
interrupt and if an interrupt is generated the driver calls an user-defined function.
This interface can be used to inform the Simulink component that a AD-conversion
is ready. A simple function call is provided to install this callback function.

In Simulink, it is necessary to build a sink and source component to interface
with the hardware system. The source component represents the AD-unit and
the sink component represent the DA-unit. In the design, it was decided to let
the AD-component perform the setup of the hardware. If the components are
compiled for the realtime target, they contain all code needed to interface with
the device driver. However, when they are compiled on a Windows host they act
as empty place holders. This makes it possible to partially test the Simulink model
on the host platform before moving it to the realtime system.
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Table 6.1: Implemented device driver functions.

Function name

PCI ADDA16 Start(int card, enum PCI ADDA16 SAMPLE MODE mode);
PCI ADDA16 StartDA(int card);
PCI ADDA16 Stop(int card);
PCI ADDA16 GetADDA(int card,PCI ADDA P *p);
PCI ADDA16 InstallIrqHandler(int card, void (*f) (int ,PCI ADDA P ) );
PCI ADDA16 RemoveIrqHandler(int card);
PCI ADDA16 SetDecimator (int card, int enable, PCI ADDA DEC P );
PCI ADDA16 SetInterpolator (int card, int enable, PCI ADDA INT P);
PCI ADDA16 SetSlaveTimerOffset(int card, int ticks);

6.4 The device driver

The device driver is a hardware abstraction layer. The functions of the driver are
to:

Enumerate all cards. Up to 4 cards are supported;

Initialize each card;

Provide the possibility to upload different decimation and interpolation fil-
ters;

Switch the decimation filter on or off;

Switch the interpolation filter on or off;

Supply support for call-back function making it possible to support inter-
rupts;

Support the different sample modes;

Start and stop the algorithm.

Each function is implemented as a function call. The cards are automatically
detected and initialized. It is still possible to upload other filter coefficients. The
coefficients become active on the moment that the sample process is stared. The
driver is interrupt driven; an interrupt is generated after an analog to digital
conversion. Three different sampling scenarios are available: one-sample delay
mode; direct feedthrough mode and sub-sample delay mode. The exact definition
can be found in Chapter 5 and will not be repeated here. The one-sample delay
and the sub-sample delay mode do not need any further attention. The direct
feedthrough mode makes it necessary to start the digital to analog conversion by
means of a function call. The driver uses function calls to access the hardware.
All functions can be found in Table 6.1. The different function are described in
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next paragraphs.
The first group consists of function that modify the parameters of the card.

These function should be used when the card is not actively running.
PCI ADDA16 InstallIrqHandler( ... );
The first parameter is the card number and the second one is a function pointer
to a call-back function. The call-back function should also have a pointer as an
argument. The call-back function will be called after a successful analog to digital
conversion. The argument of the call-back function is an address to the IO register
of AD- and DA-registers. The first 16 addresses are the AD-channels and the next
16 addresses are the DA-channels. This function should be called when the system
is not running.
PCI ADDA16 RemoveIrqHandler( ... );
Remove an installed call-back function. Only call when the system is not running.
PCI ADDA16 SetInterpolator ( ... );
This function should be used to upload new interpolator filter coefficients. The
interpolator consists of two sections, h0 and h1. The order of these sections is:
DA-registers → h1 → h0 → outside world. Each section requires its own filter co-
efficients. The function takes three arguments. The first one is the card number.
The second argument enables or disables the interpolator. The third argument is
a pointer to a structure that contains the filter coefficients for each section h0 and
h1, the length, the interpolation factor and, a normalization flag. If the normal-
ization flag is false the filter coefficient need to be normalized. Normalization is
required due to the fact that the interpolation process reduces the output energy.
For example an interpolator with an interpolation factor of 5 reduces the output
amplitude with a factor of 5. The coefficients will therefore be multiplied by the
interpolation factor if the normalization flag is false.
PCI ADDA16 SetDecimator ( ... );
This function should be called to upload new decimator filter coefficients. As with
the interpolator, the decimator consist of two sections, h0 and h1. The order of
these sections is: outside world → h0 → h1 → DA-register. The function takes
three arguments. The first argument is the card number. The second argument
enables or disables the decimator. The third argument is a pointer to the structure
that contains the coefficients for h0 and h1, the length and the decimation factor.
PCI ADDA16 SetSlaveTimerOffset( ... );
In sub-sample delay mode, this function must be called with the number of clock
ticks needed. Each tick is 30 ns. The delay in ticks can be calculated by mea-
suring or estimating the worst case execution time and dividing it by 30 ns and
subtracting one from this number. It is also necessary to include the time needed
for the system to respond to an interrupt.

Functions that start and stop the ADDA-conversion process.
PCI ADDA16 Start( ... );
This function starts the AD, and, depending on the mode, the DA-
conversion. The sample modes supported are DIRECT FEEDTHROUGH,
ONE SAMPLE DELAY or MASTER SLAVE MODE. In the one-sample delay
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mode and the sub-sample delay mode, no further action needs to be taken. It
is sufficient to read the samples to perform processing and write back the results
in the DA register. However, in direct feedthrough mode it is necessary to start
the DA conversion manually. The PCI ADDA16 StartDA(int card); function
can be used to perform this task.
PCI ADDA16 Stop( ... );
Stop a running system.

Function(s) that get additional information.
PCI ADDA16 GetADDA( ... );
This function returns a pointer to the AD- and DA-register. This is the same
pointer as provided in the call-back routine. In Simulink, the call-back routine
is only used to trigger the Simulink model. The triggered system again calls a
function. This function makes it possible to get a pointer to the AD and DA
IO-space from within in this routine.

If a function call fails, it will return an error code in the form of an integer
enumerate. The error codes are not described in full detail, but they can be taken
from the header file ‘adda16.h’.

6.5 Simulink interface

In this section, two topics are covered. The first topic is about developing a driver
component for Simulink and the second one is about the function provided to
realize an interface to the realtime target.

In the previous section, the driver functions were described. It is clear that
the hardware must be initialized and configured before the card is started. The
initialization of the hardware is abstracted by the driver. However, some measures
must be taken to prevent problems. The platform is based on the RealTime Linux
operating system. The realtime platform uses a simple time-discrete fixed-step
solver that is running in single-tasking mode. A special clock thread is running on
the RT-Linux platform that synchronizes the controller thread. The thread that
is running the control algorithm is usually in sleep mode and will be periodically
awakened by the clock thread. This method seems to be quite complex but it has
the advantage that the clock thread can be replaced by another periodic thread,
making it possible to use another clock to synchronize the controller thread.

In Simulink a model is always built as a flow from a source to a sink. The
source in this case is the AD-converter and the sink is the DA converter. The AD-
unit therefore must dictate the pace. The Realtime platform as implemented by
TNO provides a function to dictate the pace. This function must be periodically
called to run the model. A pointer to this function can be fetched using the
mdlInitExternalTrigger(&pFnTrigger) function. This pointer must be stored
into a pointer variable and called periodically. An interrupt handler is installed
and from within this interrupt handler the trigger function is called. To stop this
triggering mode it is necessary to call the mdlTermExternalTrigger() function.
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The interrupt handler will then wake the controller thread and will execute the
model. Normally, the call-back function for the interrupt service routine has the
address of the ADDA registers as a parameter. However, in this case the interrupt
routine is only used to awaken the thread. This makes it necessary to get this
address separately using the PCI ADDA16 GetADDA function. A second
slave-like DA-component is used to write the output value into the DA-register.
Only the AD-component is allowed to setup the card, the DA-component may only
write to the DA-unit and start a conversion when the direct feedthrough mode is
selected.

6.6 Support software

The realtime environment contains some commands to start, stop and upload
modules. A special interface is provided that makes it possible to remotely set
and get data from the platform. This section gives a brief introduction into the
most commonly used commands on the realtime target platform. The commands
that interface with the platform start with srt . An overview of these commands
can be found in Table 6.2. The target system is running a Samba server. The

Table 6.2: Simulink Realtime target (SRT) matlab commands.

Function name Description

srt mdl boot Specify the model that must be started at boot time
srt mdl build Generate code and compile the code on the target system
srt mdl get Get the specified application from the target system
srt mdl kill Kill the model that is currently running on the target system
srt mdl list List the files in the target’s application directory
srt mdl put Put an application on the target system’s harddisk
srt mdl rm Remove a file from the target’s application directory
srt mdl run Run the specified application on the target system
srt reboot Reboot the target system
srt save blocks Put the current subdirectory ’blocks’ on the harddisk
srt status Show the current status of the target
srt target Create a target handle object. The target handle is required for

all commands that interact with the target system

share that is used is \\inmar 2\srt. In this document it has been assumed that
the share is connected to the s : drive letter. The directories, on this share, that
are of interest can be found in s : \blocks. In this directory, the following sub-
directories can be found: platform, rtllinux and user. The directory platform
contains various functions for remote data acquisition and other platform specific
functions. It also contains a Simulink library ’librtlinux’ that provides functions
for remote data acquisition. The rtlinux directory also contains some support
functions. Finally, the user directory contains the code for the custom build
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simulink c-code components. Further details can be found in the documentation
provided by TNO. In the next paragraph it is explained how to compile and build
the code/components. A Simulink model is built in C as described in the Simulink
manuals. All platform-specific code must be placed between the correct conditional
compilation directives in C, as follows:
static void mdlStart(SimStruct S)

{
#ifndef MATLAB MEX FILE

Realtime code

#else

Windows code

#endif MATLAB MEX FILE

common code

}
The code is copied to the user directory. When the code is ready it needs to

be compiled and uploaded to the platform. This can be accomplished with the
following sequence of commands:
plat = ’inmar 2’; Name of the platform
user = ’simulink’; Name of the user on the specified plat-

form
model = ’system ident’; Name of the model to use
t = srt target(plat,user); Get a handle for the target
srt mdl build(t,model); Compile and build the realtime kernel

module
srt mdl run(t,model); Upload and run the model (It is not yet

started)
eval (model); Open the simulink model such that the

user can interact with it
The RealTime Workshop is used to generate the code for the Simulink model.

The custom built functions are not included in this code. After the realtime
workshop has built the code it is uploaded to the platform. This code together
with the C-code stored in the user directory is used to generate the final kernel
module using the platform-specific compiler. This module is then downloaded and
stored on the host computer. The module can be uploaded later; this is the task of
the srt mdl run command. When the module is successfully uploaded it can be
started using the remote Simulink interface. To accomplish this, it is necessary to
first connect to the platform and later start it. It is also possible to permanently
upload a module and start it after the boot procedure.

The environment also provides the possibility to communicate with the plat-
form by means of a network connection. It is possible to read a single variable,
a vector and even an array of different types. This environment is realized us-
ing the remote data acquisition interface (RDA). The librtlinux library pro-
vides several Simulink components to realize this. The three components pro-
vided for this functionality are rda write, rda read and rda var. The first
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two components can be used for simple double scalar values. The last one is
more complex and can be used for scalars and different types, but it also adds
support for vectors and matrices. The value of an RDA variable can be read
or written with a program called rdaview. This program makes it possible
to inspect the different variables. However, the platform also provides a se-
ries of commands for accessing the variables from within Matlab. The list of
commands in Table 6.3 is not complete but shows the most important com-
mands. In the next paragraph a simple example of the use of these functions

Table 6.3: List of supported RDA matlab commands for use with the Simulink Realtime
Target SRT.

Function name Description

rda connect Gets a handle that needs to be used to access the target
rda disconnect Disconnects from the target
rda list Lists all the RDA variables available on the target
rda getvar Get the content of a RDA variable

is given. The example used is based on the model in Figure 6.2. In this model
an RDA variable called G sec is used; this is a vector with a specified length.
The variable can be read remotely with the following sequence of commands:
t=rda connect(’inmar 2’) Connect to the srt target

with the name “inmar 2”
t=rda list(t,’*’) List all RDA variables
.. Other variables
float64 system ident.G sec(500) Name of the variable
.. Other variables
G sec = ...

rda getvar(t,’system ident.G sec’); Get the value of the variable
Finally, there are some RDA variables which are always present. These can be
read out to get for example the execution time of the algorithm, the period time.
It indicates the minimum, the maximum, the average and the standard deviation
of these quantities. This can be used to see if the model is running correctly.
Several other variables are available but only the most important ones area ex-
plained. The name of the variable and their meaning can be found in Table 6.4.
All variables have the ’fwk’ prefix. The variables can be found in the module.
For instance, the average period time for the system ident can be read using the
notation system ident.fwk dt step mean.

6.7 Proof of concept

The overall system was tested by means of a simple verification. The system used
was a single-channel filtered-reference feedforward controller. The test consisted
of two parts: first the impulse response of the system was estimated; secondly the
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FXLMS algorithm was executed. The system was identified by means of a LMS
algorithm. After a certain adaptation time, the coefficients of the LMS-algorithm
contain a moving average (MA) model of the plant. The Simulink model used for
the system identification can be found in Figure 6.2. The transfer function of the
plant can be found in Figure 6.4. With the impulse response found in the previous
step, the FXLMS algorithm can be used to cancel the disturbance. The FXLMS
algorithm model used in Simulink can be found in Figure 6.3. The system was
tested by means of a simple sine wave. The frequency was adjusted to one of the
resonance frequencies and the controller was switched on. The reduction in such
a resonance frequency was approximately 30 dB. This simple test shows that the
hardware and the interface with Simulink work as expected.

Table 6.4: List of RDA variables exported in a Simulink Realtime Target (SRT).

Function name Description

float64 fwk dt step max Maximum sampling time
float64 fwk dt step min Minimum sampling time
float64 fwk dt step mean Average sampling time
float64 fwk dt step sigma STD of the sampling time
float64 fwk dt period max Maximum execution time
float64 fwk dt period min Minimum execution time
float64 fwk dt period mean Average execution time
float64 fwk dt period sigma STD of the execution time
uint32 fwk num overruns Number of overruns
uint32 fwk num steps Executed time steps
string fwk simulink error status(100) Error status string
string fwk model status(100) Model state string

Figure 6.2: Simulink model used for system identification.
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Figure 6.3: Simulink model used for the FxLMS algorithm.
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Figure 6.4: Magnitude and phase of the estimated secondary path.



Chapter 7

Conclusions

7.1 Conclusions

This thesis describes a rapid prototyping system for broadband multichannel active
noise and vibration control. Although the system was designed as a development
system for different applications in active noise and vibration control, the focus
was on the application of piezoelectrically excited panels for reduction of sound
transmission. This panel was used as a demonstrator which was built for the
InMAR project so that its performance and applicability could be evaluated. A
testing environment was needed to quickly evaluate different control strategies, for
example centralized and decentralized control. From this the following research
question was derived: “To design a multi-channel active noise and vibration
control system. It should be suited for different applications including
mobile demonstrators such as in cars, it should provide a rapid proto-
typing environment and it should provide a possibility for stand-alone
operation.” This overall research question can be broken down into several other
questions which are listed in 1.4.1 and will be addressed separately.

What kind of platform is needed to quickly evaluate different algo-
rithms using a rapid prototyping approach?
The system used to implement new algorithms is based on Simulink/Matlab and
the Matlab Real-Time Workshop (RTW). In this environment a simulation model
from within Simulink can be used to automatically generated code for a given tar-
get device. The target device used in this thesis uses Real-Time Linux (RTLinux)
as its operating system. Simulink uses a graphical programming interface and
predefined components, which can be used to realize complex diagrams. New
components can be realized by either combining simple component or by using
an foreign language interface. The programming languages used to interface with
Simulink was C. The C-code is translated into a new component which can be
used in Simulink. For the RTLinux target this code is used to build a real-time
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kernel module. The main advantage of this approach is, that new components
can be simulated before they are tested on the real-time environment, reducing
development time and errors during the prototyping phase.
The target device is an embedded PCI-104 platform, which is basically a PC in a
different form factor. The PCI-104 card uses a Pentium-M running on 1.4 GHz. A
FPGA is used to connect the PCI-104 interface to the analog to digital (AD) and
digital to analog (DA) converters. The FPGA uses an interpolator and decima-
tor therefore making it possible to realize different sample rates for the RTLinux
platform. The interpolator is used as a reconstruction filter and the decimator is
used as an anti-aliasing filter. The output and input sample rate are 100 kHz, if
the interpolator and decimator are both used. It is also possible to switch off the
decimator and/or the interpolator, resulting in a sample rate that is equal to the
RTLinux sample rate. An advanced triggering system is provided that allows for
a fractional delay, without the need of starting the conversion process in software.
This was realized by a master-slave timer system. The main advantage of this
approach is that it results in a lower sample jitter. Two prototypes were designed
during the research period. The second generation prototype also features a local
feedback circuit. It consists of a concatenation of 3 second-order filters and a scal-
ing unit. The scaling unit can be selected to be at the input our output of one of
the second-order filters. The output to which a given local feedback path should
be added can be selected. This architecture was used to realize a low authority
control (LAC) architecture. The hardware is suitable for many applications and
a wide range of sample rates. The PC platform provides sufficient computational
power to control the test setup without problems.

What kind of control algorithm is needed? FxLMS, FeLMS, RM-
FeLMS, robust control such as H∞ and so on.
An adaptive algorithm was selected in order to be able to track non-stationary
signal statistics. The filtered-error and the filtered-reference least mean square al-
gorithms (FeLMS and FxLMS, respectively) are the most commonly used adaptive
algorithms for active noise and vibration control. The FxLMS algorithm suffers
from poor scaling if the number of reference signals is large. The FeLMS algorithm
is better suited for multiple reference signals. In the case of the FxLMS algorithm
each reference signal must be filtered with each of the transfer functions, which is
not necessary in the case of FeLMS algorithm. The noncausal nature of the FeLMS
algorithm makes it necessary to introduce a delay in the adaptation loop and the
reference signals, making the algorithm causal again. This reduces the adaptation
speed of the algorithm. Both algorithms suffer either from poor performance due
to computational complexity or from poor convergence properties. The RMFeLMS
algorithm was selected since is does not suffer from the afore mentioned problems.
A method was derived that estimates the theoretical performance based on a finite
impulse response Wiener filter realization. The difference between the measured
and the predicted mean square error (MSE) is 1.4 dB in the case of the feedback
algorithm and 0.3 dB in the case of the feedforward algorithm. The convergence
rate and the MSE of the RMFeLMS algorithm degrade if the reference signals are
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colored. A derivation was given of an extension to circumvent this limitation, in
which the LMS part of the RMFe structure was replaced with an affine projection
(AP) algorithm. The computational complexity of the AP algorithm made it nec-
essary to introduce a fast version of the affine projection method (FAP). In order
to be able to test the AP and FAP extension, a measurement setup was devised
that introduced colored reference signals. It was shown, by means of simulations
and real-time experiments, that FAP/AP improves the convergence speed in the
case of strongly colored reference signals. The FAP/AP method only improves
convergence speed for feedforward control. Convergence speed did not improve for
feedback control due to the inherent whitening properties of a feedback controller,
as expected.

How should the architecture of the controller look like? Should
the controller be centralized or decentralized. Is it necessary to use a
HAC/LAC architecture?
The actively controlled panel uses a MIMO control architecture. In the case of
a multiple-SISO system the design of a decentralized controller can become quite
challenging due to the fact the different loops may counteract each other. This
can be circumvented if the the sensor-actuator pairs are collocated and dual and
if fixed gain feedback is used. In this case i.e. for arbitrary feedback gains, the
stored energy in the system is always reduced, ensuring stability of the overall
system. The platform introduced in this thesis is suited for centralized as well
as for decentralized control. However, the systems presented in this thesis use
centralized MIMO control or a mixture of decentralized control and centralized
MIMO control. The high-authority and low-authority (HAC/LAC) control archi-
tecture is an example of a mixture of centralized and decentralized control. The
main advantages of such a structure is that it decreases the overall MSE and in-
creases the robustness of a system. In a normal HAC/LAC architecture the LAC
architecture is realized as a simple analog controller. In this thesis a method is
introduced that uses multi-rate signal processing. The analog LAC architecture is
then approximated by means of oversampling. An analog LAC architecture con-
sists of a simple first-order or second-order network. A simple second-order digital
filter can be used to approximate such a LAC architecture. The high-authority
architecture is running at a lower sample rate, typically 250 Hz to 12 kHz. The
HAC/LAC method was verified on an actively controlled panel. For the LAC ar-
chitecture, an acceleration sensor and a piezoelectric actuator were used. This pair
was dual and collocated for frequencies up to approximately 1 kHz. A carefully
designed LAC architecture prevents instability for higher frequencies. The HAC
loop used the same actuator as the LAC loop, and a separate piezoelectric sensor
that was aligned with the actuator, but on the other side of the panel. In the
case of feedforward control, the HAC loop used a model-based MIMO controller.
The feedback HAC loop was realized using IMC in combination with a model-
based feedforward controller. The LAC controller introduces additional damping
into the structure. In the case of a feedforward controller, the MSE improved
with approximately 4 to 5 dB. The robustness also improved. This was verified
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by adding weight to the panel. The model used for the controller in this case is
that of the system without any additional weight, which resulted in a mismatch
between the real plant and the model. The MSE of the system with and without
LAC was measured under influence of this weight. The RMFeLMS algorithm is
already quite robust and therefore it already works with some additional weight.
However, it was shown, that, depending on the regularization parameter β, the
weight that could be added increased between 1.4 to 1.8 times. In the case of
a feedback controller that used internal model control (IMC) the MSE only im-
proved slightly with approximately 1 dB. However, the improvement in robustness
is better than that of the feedforward controller. This is already true when no
LAC is used, in this case the weight that can be added to the panel is already
1.8 times higher than that of the feedforward controller. The experiments carried
out were similar to that of the feedforward controller. The improvement again
depended on the regularization parameter β, but the weight that could be added
now increased between 1.4 to 2.8 times. The best robustness was realized with
a normalized regularization value β of -20 dB, thereby increasing the maximum
MSE but improving the overall robustness. It can be concluded that a HAC/LAC
architecture, if applicable for a certain application, increases the robustness and
reduces the MSE for both feedback as well as for feedforward control. The phase-
shift of the secondary plant reduces if the LAC loop is realized as a collocated dual
pair introducing active damping. The LAC loop also reduces the influence of the
phase shift under parametric uncertainty. This was shown in an experiment where
the phase difference was measured for a system with and without weight. The
experiment was repeated twice in the first experiment the LAC unit was disabled
and in the second experiment the LAC unit was enabled. The phase difference in
the experiment using LAC was less than that of the system without LAC, resulting
in a system that is less sensitive for parametric uncertainty. A disadvantage of this
architecture is that it requires two sensors instead of one. The digital HAC/LAC
architecture as presented in this thesis results in a overall more robust system and
the overall MSE improves. It only requires moderate hardware changes and most
of these were already present in the existing architecture.



Appendix A

Derivation of the FAP
algorithm

Starting with the affine projection update rule Eq. (3.40), expressing the current
filter taps in the original filter estimate and all subsequent X(n) and ξ(n), and
assuming that the system starts at n = 0 with the delay lines set to zero, results
in:

W(n+ 1) = W(0)− µ
n−1
∑

i=0

X(n− i)ξ(n− i). (A.1)

The vector-matrix product is expanded into

W(n+ 1) = W(0)− µ
n−1
∑

i=0

KA−1
∑

j=0

x′(n− j − i)ξj(n− i), (A.2)

in which ξj(n) is defined as the j − 1-th row of ξ(n), i.e., ξ(n) =
[

ξT0 (n)ξ
T
1 (n) . . . ξ

T
KA−1(n)

]T
. Exchanging the summations and substitution of

k = j + i and i = k − j leads to

W(n+ 1) = W(0)− µ

KA−1
∑

j=0

j+n−1
∑

k=j

x′(n− k)ξj(n− k + j). (A.3)

The second sum is split into two parts: one from k = j to k = KA − 1 and one
from k = KA to k = j + n− 1, such that

W(n+ 1) = W(0)− µ

KA−1
∑

j=0

j+n−1
∑

k=KA

x′(n− k)ξj(n− k + j)

−

KA−1
∑

j=0

KA−1
∑

k=j

x′(n− k)ξj(n− k + j). (A.4)
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It can be shown that the j in the upper bound of the second sum of the first
double summation in Eq. (A.4) can be removed because x′(n) = 0 for n ≤ 0.
Substitution of the upper bound in x′(n − k) results in x′(−j + 1), i.e. x′(1) for
j = 0 and x′(0) for j = 1 and so on. This means that the terms with j > 0 will
not contribute to the summation and can therefore be removed. The first double
summation, denoted as S1, can thus be written as

S1 = µ
n−1
∑

k=KA

x′(n− k)

KA−1
∑

j=0

ξj(n− k + j). (A.5)

The second double sum in Eq. (A.4), denoted as S2, can also be expressed in a
form similar to that of Eq. (A.5) after reordering of the different terms. Expansion
of the second double summation shows that:

S2 = x′(n)ξ0(n) + x′(n− 1)ξ0(n− 1) + . . .+

x′(n−KA + 1)ξ0(n−KA + 1)) +

x′(n− 1)ξ1(n) + x′(n− 2)ξ1(n− 1) + . . .+

x′(n−KA + 1))ξ1(n−KA + 2) +

...

x′(n−KA + 1)ξKA−1(n).

From the latter expansion it can be seen that the second double summation can
be written as

S2 = µ

KA−1
∑

k=0

x′(n− k)

k
∑

j=0

ξj(n− k + j). (A.6)

Using Eqs. (A.5) and (A.6), Eq. (A.2) can be expressed as

W(n+ 1) = W(0)− µ

KA−1
∑

k=0

x′(n− k)

k
∑

j=0

ξj(n− k + j)

− µ

n−1
∑

k=KA

x′(n− k)

KA−1
∑

j=0

ξj(n− k + j). (A.7)

Equation (A.5) and W(0) are used to define Ŵ(n):

Ŵ (n) = W(0)−

µ

n−1
∑

k=KA

x′(n− k)

KA−1
∑

j=0

ξj(n− k + j). (A.8)

Equation (A.6) will be rewritten as

S2 = µ

KA−1
∑

k=0

x′(n− k)h(n, k), (A.9)
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in which

h(n, k) =

k
∑

j=0

ξj(n− k + j). (A.10)

In the right-hand side of Eq. (A.9) a simple sum of base vectors x′(n−k) multiplied
by a scaling coefficient h(n, k) can be recognized. Let us define the following vector
of scaling coefficients:

E(n) =







h(n, 0)
...

h(n,KA − 1)






=











ξ0(n)
ξ1(n) + ξ0(n− 1)
...
ξKA−1(n) + . . .+ ξ0(n− (KA − 1))











. (A.11)

The base is now equal to the X(n) matrix, so that the right-hand side of Eq. (A.9)
can be written as the matrix-vector product µX(n)E(n). Then Eq. (A.7) can be
written as

W(n+ 1) = Ŵ(n)− µX(n)E(n). (A.12)

Equation (A.8) is expressed as an iterative update rule

Ŵ(n+ 1) = Ŵ(n)− µx′(n− (KA − 1))×
KA−1
∑

j=0

ξj(n− (KA − 1) + j)

= Ŵ(n)− µx′(n− (KA − 1))×

EKA−1(n), (A.13)

in which EKA−1(n) is defined as the bottom row of E(n). Equations (A.12) and
(A.13) are used to express the updated controllers as

W(n+ 1) = Ŵ(n+ 1)− µX(n)E(n), (A.14)

in which E(n) are the KA − 1 top-most rows of E(n) and X(n) are the KA − 1
left-most columns of X(n).
Using Eq. (A.11), this can be written recursively as

E(n) = ξ(n) +

[

0TM
E(n− 1)

]

, (A.15)

in which 0M is a column vector filled with M zeros and E are the upper KA − 1
rows of E.
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